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High Performance Computing in
Life Sciences

High-performance computing (HPC) continues to
transform and expand innovation in life sciences
organizations. HPC helps to increase the productivity
of drug discovery, reduce clinical development time,
and speed time to market. HPC further aids in
personalizing therapies and drugs giving rise to
effective and potent medicines with minimal adverse
side effects. In addition to managing huge computing
tasks, scientists and researchers are also challenged
to solve a wide range of biological, chemical, imaging,
clinical, and interdisciplinary systems problems. This
continues to push the envelope in HPC in life
sciences. Life sciences organizations face increasing
requirements for HPC capacity in order to process,
manage, and mine ever-expanding quantities of data.
HPC has come to play a crucial role in helping these
organizations with discovery, development, and
diagnostic decisions.

Dealing with Data Explosion

Structural genomics, functional genomics, and
proteomics require analyses of large and diverse data
sets. Gene expression array and high-throughput
sequencing technologies are now cost-effective and
mainstream. But these technologies along with related
diagnostic imaging (X-ray, optical, MRI, PET, etc.)
generate even more massive medical and clinical
data. Life sciences organizations are constantly
challenged to look for better HPC solutions to integrate
and manage this data explosion in a cost-effective
manner.

Growing Analytical Complexity

The increased complexity of statistical and
mathematical models used for solving interdisciplinary
life science problems further fuels the need for greater
HPC capability. Parallel pattern recognition and data
mining algorithms based on data-decomposition and
distributed query techniques on scalable parallel
systems are required to glean insights from exploding
data sources.

The role of visualization is very critical as researchers
try to understand and decipher complex data in an
effort to predict the best paths to take for future
therapeutics. With all of these demands, it is
increasingly clear that the computing challenges in life
sciences will not be adequately met with current data
management solutions or incremental improvements in
computing speed.

High Performance Infrastructure

Life sciences research requires comprehensive high
performance infrastructure solutions that can handle
increasingly sophisticated analyses to process the
massive amounts of data. The HPC product portfolio
from IBM provides the high performance infrastructure
demanded by life sciences. IBM offers dedicated
industry-standard solutions that are easy to acquire
and deploy. The demands in today’s life sciences
environments are best understood at IBM through
innovation and collaborative research efforts with
leading life sciences research communities and
industries. These collaborative efforts have been
translated into widespread scalable parallel computing
solutions by IBM. IBM offers a portfolio of solutions
through its multi-core processors, very large storage
systems, visualization and advanced instrumentation,
innovative applications, and middleware. These HPC
solutions have proven to be scalable, robust, and can
handle high-throughput research with easy to-use
features.
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IBM HPC Life Sciences Solutions

IBM has the industry’s leading portfolio for HPC
systems and architectures ranging from the Cluster
System 1350™ to the Blue Gene™ solution. Life
sciences applications greatly benefit from higher
scalability and increased performance from IBM’s
extensive portfolio. For bioinformatics, biochemistry,
medical imaging and analysis, and clinical
development, the wide range of products in the IBM
high performance computing portfolio provides flexible
and cost effective solutions.

Worldwide, IBM continues its active collaboration with
leading life sciences applications developers in
industry and research institutions to migrate and
optimize their applications on IBM HPC systems.
Prominent public-domain, in-house proprietary, and
business partner applications have been optimized on
these IBM HPC systems.

IBM provides access to a wide range of HPC systems
through the Deep Computing Capacity on Demand®
(DCCoD) centers. In addition, IBM life sciences
scientific and technical experts collaborate with
prospective users to evaluate and optimize their
applications. Life sciences applications developers and
prospective users can test out and gain in-depth
experience on these systems in a cost-effective
manner. This Deep Computing Capacity can be used
to study large problems and generate solutions in
interdisciplinary biology and imaging problems on very
large systems.

Bioinformatics Solutions

Bioinformatics applications typically include biological
sequence analysis and biological information
management. Sequence analysis involves the
processing of massive structured data that perform
extremely well with systems that have a large cache,
multicore processors, and integrated system
management. IBM clusters with IBM System x™
servers and System x SMPs, BladeCenter® blade
servers, and Cell Broadband Engine™ (Cell/B.E.)
processors are specifically suited for a broad range of
sequence analyses.
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Biological information management involves storage,
retrieval, and content serving of diverse biological
data. Though it is mostly integer oriented, some
analyses tools can be floating point dominated. IBM
System p™ with IBM POWER™ processors and
System x with Intel® and AMD® processors, are best
suited for these kinds of HPC bioinformatics
applications. In addition, the IBM HPC systems
connected by high-speed Infiniband® interconnects aid
in faster analyses.
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Biochemistry Solutions

Biochemistry includes computational chemistry,
molecular modeling, and drug discovery and typically
involves modeling of biological molecules and
screening of large databases of potential drug
candidates with desired biological activity. These
applications require highly parallelized HPC systems
that can handle large computations with minimal
latency. IBM System x, System p, and Blue Gene are
highly parallelized systems that can handle high
computation demands of biochemistry applications.

St. Jude Childrens
Research Hospital
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Imaging Analysis Solutions

High content analysis, storage, and retrieval of image
data for both molecular imaging and diagnostic
imaging are the major HPC applications in medical
imaging. Image data is often unstructured and
voluminous. Memory and storage performance is very
critical. IBM System x and System p offer the most
efficient solutions for high performance computing in
medical imaging. IBM BladeCenter blade servers
integrated with IBM General Parallel File System™
(GPFS) provide excellent data storage and retrieval
solutions for medical imaging.
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Clinical Development Solutions

Clinical management systems, such as those
developed for DOV Pharmaceutical by IBM, transform
raw data into clinical research intelligence, and
improve operational efficiency throughout the
development process. They improve communications
among investigative team members, collect and
manage data, and enable compliance by tracking
regulatory submissions. IBM System x and System p
along with the IBM BladeCenter blade servers are cost
effective and highly scalable solutions for large data
warehousing requirements that are typical in clinical
research and development.

IBM’s Unique Value Proposition

The Computational Biology Center

The Computational Biology Center (CBC) at IBM
promotes active research in computational biology.
This research spans a wide range of problems
including pattern recognition in sequences, complex
molecular interactions, biological data analysis,
interpretation and reverse-engineering of complex
disease-lifestyle-genomic interactions for deeper
biological understanding. CBC tools have been
adapted and implemented by a wide range of
customers and collaborators at numerous medical
research institutions worldwide for biomedical and
clinical applications. The algorithms developed at the
CBC have also been used to analyze the content of
patient records, thereby enabling information and
genomics based personalized medicine and therapies.

Data Center Capabilities

IBM data center services have been used to design
and manage large, complex HPC installations. With
the MareNostrom projectl, IBM Site and Facilities
Services delivered a true engineering marvel by
building a supercomputing center in a 1,600 sq. foot,
18th century, gothic church to house one of the most
powerful supercomputers in the world. Not only were
stringent design specs met, but this center continues
to house the fastest supercomputer in Europe.
Furthermore, this center has undergone two major
hardware upgrades without modifications to the
original power and cooling design. Similar extreme
needs of life sciences organizations can be addressed
with the same special engineering and data center
design skills from IBM Site and Facilities Services.

Global Financing

IBM Global Financing understands the environmental
issues that affect business and information technology,
and is in a position to help clients capitalize on them in
terms of corporate responsibility and profitability. By
providing a "wrapper" of funding solutions, asset
disposition strategy, and refurbished equipment as an

! Barcelona Supercomputing Center—
www.bsc.es/plantillaA.php?cat_id=5
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alternative, IBM Global Financing helps clients
optimize space, minimize energy consumption, and
reduce costs. From initial consultation to upgrades to
disposition, tailoring simple leases and loans to highly
customizable structures, IBM Global Financing helps
organizations and industries with cost effective HPC
solutions. By providing holistic financing for the capital-
intensive data center projects, IBM alleviates capital
constraints. IBM Global Financing offers the
opportunity to align up-front costs to anticipated project
benefits.

Innovative Software Environment

Driving toward simplicity in the software design has
allowed IBM to develop software that takes advantage
of hardware features to deliver high performance
without compromising on reliability and security. The
programming and administration environment is based
on familiar programming languages, libraries, job
management tools, and parallel file systems. Life
sciences application developers greatly benefit from
these innovative software components without facing a
steep learning curve.

High Performance Computing cluster software
available on IBM clusters includes the General Parallel
File System (GPFS) for Linux™ and Tivoli® Workload
Scheduler LoadLeveler® for Linux. GPFS is the top
performing cluster-wide file system providing superior
scalability and high reliability. Tivoli Workload
Scheduler LoadLeveler is a job scheduler designed to
maximize resource utilization and job throughput to get
the most out of the available resources. IBM clusters
also support other workload management solutions
available from partners. This combination of
middleware enables the optimization and scaling of the
IBM cluster resources (processors and storage) for
several, concurrent computations and simulations
typical in life sciences workflows.

Deep Computing Capacity on Demand

IBM provides access to its clusters and Blue Gene
systems through the Deep Computing Capacity on
Demand (DCCoD) centers. Life science organizations
can benefit from IBM Deep Computing Capacity on
Demand (DCCoD). The DCCaD gives the power and
flexibility to handle demanding computing needs. A life
sciences organization can access the IBM security-rich
supercomputing environment on a pay-as-you-go

basis in small or large increments at the DCCoD
centers. If the computing demands of an organization
exceed in-house capacity, it can shift the excess
workload to DCCoD, and use the processors that are
needed to meet demand. Peaks and valleys may still
exist, but IBM can help smooth them out.

Compute
Intensive

Customer IBM DCCoD

IBM HPC Product Portfolio

The IBM portfolio of products uses several current and
emerging computing technologies to enable new levels
of performance. The technologies include large-scale
parallel computing platforms, hybrid computing
platforms, high-speed networks and storage,
middleware and application-development
environments. These technologies have already been
proven through IBM'’s deep strategic partnerships with
leading application developers and end users in
several life sciences organizations. IBM leads in high
performance computing by providing breakthrough
technologies for performance, productivity, and
environmental efficiency.

Cluster Solutions

IBM provides a range of clustering flexibility to
customize and optimize life sciences workload for
optimum throughput and efficiency. IBM clusters
perform very well on a wide range of life sciences
problems and also benefit from the flexibility of
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hardware options, quad-core processors, superior I/O
and memory performance, and high-speed
interconnects such as InfiniBand. Because

IBM Cluster Systems can be deployed to both scale-
up and scale-out, higher levels of performance can be
achieved with minimal disruption to existing
environments protecting long term investments. The
IBM Cluster Systems 1350 and 1600 include System x
and System p servers respectively.

The IBM System x rack-
optimized servers have
proven more successful
than the most optimistic
projections and have
become the platform of
choice for server
consolidation with
virtualization, running large
databases and life sciences
applications. The scalable
design allows servers to
grow as the HPC workloads grow. Customers are able
to consolidate their server sprawl while tuning and
synchronizing their existing network/storage
infrastructure and increasing server utilization.

The IBM BladeCenter enables

systems that are even more

compact, scalable, and efficient than

rack-optimized clusters. The HPC

community in life sciences has

benefited from the collaborative

approach between IBM and life

| sciences organizations that have

4 kept IBM at the forefront of blade
system design and solution innovation.

The IBM System x and System p servers are equipped
with a range of flexible scalability features designed to
allow adjustment of workloads and performance
dynamically—even automatically—to meet constantly
shifting priorities of some of the life sciences
applications.

Storage and Archival Solutions

IBM System Storage™
solutions offer excellent
scalability and performance
for the managing the
explosive growth in data

typical in life sciences organizations. IBM System
Storage is designed to address the storage needs of
long-running data intensive analysis applications. For
those environments that require extreme performance
and capacity, IBM storage solutions provide large
capacity and increased data delivery performance
cost-effectively.

The Grid Medical Archive Solution or GMAS of IBM
Healthcare and Life Sciences is an automated, self-
optimizing distributed grid storage solution. It allows a
multi-campus hospital to link disparate storage
systems together and optimize utilization while offering
full system redundancy and ensuring multiple copies of
data that are geographically separated. GMAS is an
enterprise-wide self-managing, adaptive, and
intelligent storage system for fixed content that
decreases costs and reduces administration.

Ultrascale Computing Solutions

Life sciences organizations that require two-to-three
orders of magnitude of computing power and handle
extremely large and diverse data can benefit from the
IBM Blue Gene solution. The IBM System Blue Gene
is an example of ultrascale computing optimized for
bandwidth, scalability and the ability to handle large
amounts of data while consuming a fraction of the
power and floor space. In fact, it continues to be the
fastest supercomputer in the world? and most ener%y
efficient’. Unveiled in June 2007, IBM Blue Gene/P® is
the second generation ultrascale system in this family,
extending the performance and scalability for petaflop
performance while maintaining aggressive power
management.

% As defined by the June 2007 Top500 at www.top500.0rg
% The Green 500 List, www.green500.org/Lists.html
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IBM Systems Tailored for Life Sciences

Data/Application

IS Characteristics SPREE
Structured and unstructured data System x for searching, alignment &
Bioinformatics Integer dominant and frequency pattern matching of biological sequences
(Sequence Analysis & dependent Syst.em p fqr storage, rgtneval & content
Information Large gaches & memory serving of dlvgrse biological data.
Management) bandwidth r)ot critical . B.Iu_e Gene.smted for large scale
Some algorithms are suited to bioinformatics.
SIMD acceleration Cell/B.E. for SIMD acceleration
System p for screening of large
database libraries of potential drugs
Floating point and compute System x for modeling of biological
Biochemistry intensive molecules using Molecular Dynamics &
(Drug Discovery and Highly parallel Quantum Mechanics techniques and
Molecular Modeling) Latency critical scalability to low 100s
Scalable between 100s to 1000s Blue Gene for highly parallel
biochemistry applications scalable to
1000s.

Large unstructured data

32 hit integer and floating point
dominant

Frequency dependent

Large caches & memory and
storage performance critical

System x and System p for high content
image analysis, storage, retrieval, and
decisions using statistical analysis
Cell/B.E. for further computational
acceleration

Imaging Analysis

Mostly integer oriented data

operations System x and System p for collecting,
Clinical Development Large data warehousing with managing, and analyzing data to comply
complex queries across multiple with and track regulatory submissions

data sources

Blue Gene

System X

System p
Cell/B.E.

Processor
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For More Information

To learn more about IBM’s high performance
computing product portfolio and the IBM Deep
Computing Capacity on Demand for the Life
Sciences Industry, contact your IBM representative
or the nearest DCCoD center.
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