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Executive Summary

In the last decade, high performance computing, data management, and the
Internet have enabled the large-scale industrialization of bioscience research
and development. Information Technologies continue to play a vital role in
driving the migration from” in vivo” or real life observations, to” in vitro” or
test tube experimentation, and on to ‘in silico” or computational
experimentation’,

Impressive advances in large-scale computing architectures and the
applications and workflow solutions created to exploit these architectures have
made it possible to extend ‘in silico” analysis. Multidisciplinary and iterative
computational approaches can now integrate (1) the analysis of inherited
genetic codes, or genotypes, and their physical manifestation, or phenotypes,
relevant to a disease with (2) chemical structure and drug efficacy studies and
can (3) correlate these with clinical information from a patient’s medical
records. These innovations have speeded the ability of scientists and clinical
researchers to achieve better-targeted personalized drugs and more effective
therapies.

Many life sciences companies are discovering that “in silico” analysis can slash
drug discovery and development time, personalize drugs and therapies, and
eliminate potentially toxic chemical entities with adverse effects. As a result,
‘in silico” analysis has grown in importance throughout the drug discovery
and development cycle. It is no longer consigned to early discovery stages or
to large organizations.

To be competitive and responsive, smaller biotech and clinical research
organizations are increasingly using many life sciences and clinical
applications for such sophisticated analysis as imaging, protein folding,
systems biology, docking studies, data and text mining, and statistical
analyses in addition to traditional bioinformatics and computational
chemistry codes. This has increased collaborative and iterative drug
development and optimization and led to dramatic reductions in the time to
market of effective drugs and therapies.

1 Jeff Augen, “Bioinformatics in the Post-Genomic Era: Genome, Transcriptome,
Proteome, and Information-Based Medicine”, Addison-Wesley, August, 2004.



The need for implementing parallel computing has given rise to clusters,
grids, and scalable parallel systems using multi-core processors. Dual and
quad-core microprocessors are the basic building blocks for these systems.
Parallel solution approaches based on data and problem decomposition
techniques are required to exploit these parallel architectures for large scale
life sciences problems. Additionally, careful adaptation and tuning of these
parallel algorithms on cluster platforms is needed to get the benefits of very
large scalability and performance. Many life sciences applications benefit
significantly from quad-core microprocessors.

The availability of flexible and cost-effective cluster computing solutions
compatible with medical devices and diagnostic equipment has helped to
further energize the adoption of “in silico” analysis among some organizations.
Initially, they relied on “white box” systems—clusters assembled from piece-
parts with no single centralized support. However, “white box” systems
cannot meet all of an organization’s business objectives. Organizations are
often limited in the IT skills and resources needed to manage and deploy
distributed or cluster computing solutions. Specifically, “white box” systems
fail when it comes to: reducing total cost of cluster ownership, managing
disparate servers, executing numerous and diverse life sciences workloads
concurrently, and achieving more flexible resource management. To reduce
the total cost of ownership for bioscience organizations and to manage an
inherently diverse life sciences workload requires a flexible, affordable,
balanced cluster environment with an optimized implementation of major
applications. Large and small bioscience organizations alike need the
capabilities of a comprehensive cluster solution with fully coordinated
components and one-stop support.

The IBM Cluster Solution is a family of systems that provides a choice of
several high-performance multi-core processors, storage, cluster operating
systems and middleware, and high-speed interconnects. IBM Cluster
solutions are delivered jointly with leading life sciences application providers
and supported by IBM. IBM cluster systems with several hundred multi-core
Intel Xeon nodes and the Linux operating system have been deployed for
bioinformatics and drug discovery research at several pharmaceutical, biotech,
and medical research organizations. These reusable, certified, and
customizable solutions aggregate and optimize a portfolio of hardware,
software, and services components from IBM and its business partners,
including AMD, Intel, Microsoft, Voltaire, numerous major life sciences
application providers, and others. They are tailored to maximize the total



value of ownership for bioscience organizations. The IBM Cluster Solution
significantly enables and extends innovative ‘in silico” analyses throughout
diverse bioscience organizations. An affordable, scalable, and flexible solution;
the IBM Cluster Solution has even been deployed to advance’ in silico’
analysis by solving some of the most challenging research problems.
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Accelerating Life Sciences Solutions
with IBM® Clusters
A Comprehensive and Flexible
Industrial Strength Environment for
Large Scale and Affordable In Silico
Analysis

Infroduction

The health care/life sciences (HCLS) industry can be viewed as an ecosystem
with three primary segments: health care providers, health care payers, and
life sciences / bio-pharmaceutical organizations. Health care providers —
including physicians and hospitals — deliver health care services. The
government, managed care organizations, and insurance companies pay for
these services on behalf of the consumers who use them. Life sciences
organizations — including bio-pharmaceutical firms, devices and diagnostics
companies, academic and research organizations, and contract research
organizations (CROSs) - develop and produce the health care solutions
delivered by the providers. The payer segment and the non-research part of
the provider segment are beyond the scope of this white paper.

Supporting all three segments and playing an increasingly important role are
technology services and products. This white paper focuses on one of these,
computer clusters specifically for the life sciences.
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Figure 1: The Health Care - Life Sciences Ecosystem



Life Sciences Informatics Combines Science, Mathematics, and

Advanced Computing

In the last few decades, developments in novel algorithms, the increased and
affordable access to high performance computers, and the availability of a
broad range of commercial and public domain applications have together
further contributed to the widespread acceptance of in-silico modelling in the
healthcare/life sciences industries.

Effective in-silico modelling requires a fusion of interdisciplinary advances in
scientific models, data access and integration, mathematical algorithms,
information technology architectures, and disciplined software engineering.
Moreover, the interdisciplinary and collaborative nature of today’s large
scale in-silico and predictive analyses (e.g., genomics, computational
chemistry, proteomics, imaging, protein folding, systems biology, docking
studies, data and text mining, statistical analyses, etc.) requires the balanced
use of computing capability for large scale non-linear simulations coupled
with capacity computing capability for smaller but often repetitive
simulations that are tied together in a computational workflow that
integrates several applications and data sources.

Furthermore, a combination of high performance computing systems, large
storage systems, visualization and advanced instrumentation, applications
and middleware, all connected by high-speed networks is needed for today’s
life sciences computing infrastructure.

Linux Clusters Dominate High Performance Computing Environments

The need to transcend Moore’s law through parallel computing has given
rise to clusters, grids, and scalable parallel systems in recent years. Cluster
computing integrates off-the-shelf commodity computers and resources that
are integrated through hardware, networks and software to behave as a
single computer with Linux as the dominant cluster operating system today.
It goes beyond single-application parallel computing to incorporate load-
balancing clusters and high availability clusters. The main benefits are
scalability, availability, affordability, and performance.

Today Linux clustering is the dominant hardware trend in high performance
computing, representing 52 percent of the high performance technical
computing market and even higher in departmental or divisional
environments, according to IDC.2 Adoption has been slowed by the need to
transition applications and to improve cluster storage performance and

2 IDC Research VP Christopher Willard, Ph,D., ISC 2006, reported in HPC Wire, June
30, 2006
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cooling technology, and to reduce the total cost of ownership. Now, IDC
believes clusters are becoming a standard method for managing workloads in
technical computing centers.?

Clusters are Effective in Processing Extensive Life Sciences Data

In addition to traditional bioinformatics, computational life sciences involves
solving a wide range of biological, chemical, imaging, and biological systems
problems that are data and computationally intensive. Furthermore, gene
expression array and high-throughput sequencing technologies are becoming
cost-effective. But they, along with related diagnostic imaging (X-ray, MRI,
PET, etc.) generate extensive digital medical and clinical data. Parallel pattern
recognition and data mining algorithms based on data-decomposition and
distributed query techniques on scalable parallel systems are required to
glean insights from these vast information sources.

Scalable cluster systems are tightly-coupled computers with high bandwidth
and low latency interconnects between processors and even storage with an
optimized message-passing library, such as MPI (Message Passing Interface)
The IBM System Cluster 1350 is an example of a cluster computer that has
been very effective in addressing these classes of challenging life sciences
problems.

The IBM Cluster: Solutions Tailored to Maximize Total Value of
Ownership

The IBM Cluster Solution is a family of flexible, affordable, and powerful
clustered systems packaged as racks and blades. The IBM Cluster Solution
ranks as the most flexible cluster platform available with the widest choice of
processors, interconnects, software, and storage. Furthermore, clients have a
choice of deploying IBM clusters from piece parts to completely integrated
systems such as the IBM System Cluster 1350.

Significant reductions in power consumption, cost, and space requirements
are achieved through the use of innovative technologies in processors;
advanced power, packaging and cooling; special and industry-standard
interconnects delivering very low latency and high bandwidths; and scalable
systems and storage management based on Linux. This performance,
scalability, flexibility, and innovative design enables the affordable solution
of a wide range of life sciences problems today and in the future.

3 |bid.
4 Argonne National Laboratories, “The Message Passing Interface Standard (MPI)”,
http://www-unix.mcs.anl.gov/mpi/
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IBM Cluster Systems with several 100s of multi-core Intel Xeon nodes with
the Linux operating system have been deployed for bioinformatics and drug
discovery research at several pharmaceutical, biotech, and medical research
organizations. In some of these instances, the computational chemistry
workload that often requires a large memory system is currently being
managed with systems based on the IBM POWER architecture.

IBM Collaborates with Life Sciences Application Developers to Drive
Innovation

Life sciences applications that are mapped, migrated, and optimized for the
IBM Cluster architecture benefit greatly from this scalability and increased
performance. This investment in application enablement permits higher
levels of performance and scaling in newer generation of systems and
technologies based on the IBM Cluster architecture. Worldwide, IBM
continues its active collaboration with leading life sciences applications
developers in industry and research institutions to migrate and optimize
their applications on the Cluster 1350 to solve challenging problems.

IBM plans to offer access to pre-engineered and optimized Linux cluster
configurations based on sizing expertise to run life sciences applications.
Prominent public-domain, in-house proprietary, and business partner
applications are being optimized. Experience to date from the examples
described later shows that large-scale bioinformatics, molecular dynamics
problems, and certain workload of quantum chemistry perform well and
excel on the IBM Cluster while maintaining outstanding performance for
smaller analysis problems that are in the workflow.

IBM also provides access to a wide range of HPC systems through the Deep
Computing Capacity on Demand (DCCoD) centers. Life sciences applications
developers and prospective users can test out and get in-depth experience on
these systems in a cost-effective manner. This Deep Computing Capacity can
be used to study large problems and generate solutions in interdisciplinary
biology and imaging problems on very large clusters.

Tighter Integration with Devices and Diagnostics Expands Value of Life
Sciences Informatics

Life sciences data acquisition systems and clinical devices and diagnostic
systems produce vast quantities of data. These systems are becoming better
integrated with life sciences simulation and modeling software. Often these
devices support desktop Microsoft Windows environments that need to be
better integrated with a high-performance computing back-end in order to
enable computational workflows. This enables the effective and rapid
deployment of integrated Laboratory Information Management Systems

12



(LIMS) for the life sciences. The availability of flexible and cost-effective
cluster computing solutions compatible with desktop environments will
further energize life sciences informatics.

IBM’s partnership with Microsoft and the planned support of the Windows
Compute Cluster Server 2003 (WCCS) on the Cluster Systems will better
integrate devices and diagnostic instruments with back-end servers. The
availability of validated, optimized life sciences applications on Cluster
Systems with WCCS will result in a tighter and very affordable integration of
instrumentation with analysis.

Life Sciences Business and IT Trends and Challenges

Demand for life sciences innovation has reached unprecedented heights. This
is happening for three major reasons:

1. Demand for health care services by consumers and providers have
become dominant.

2. Large pharmaceutical companies, or “Big Pharma,” are undergoing
major change but still providing the lion’s shares of drugs, supported
in large measure by the output of the still-young biotech industry,
which is growing at a rapid pace. Market competition is driving
increased innovation demand. But the economics of health care
innovation are putting adoption of innovative solutions at risk
because new drugs and therapeutics drive up the cost of both care
and health insurance, and the continuing rise in health care costs is a
major concern. This is because the discovery and development of
drugs, and associated therapies are ever more complex and
expensive. Slowing the drug development process and making it
more complex is government regulation.

3. The discovery and development of enabling digital technologies has
provided new tools for researchers and scientists and is leading to a
steady and ever-growing stream of significant new life sciences
solutions. In fact, life science research and development (R&D) can
be said to have become an information science. However this
innovation is further challenged by the data explosion, which drives
demand for new capabilities to manage and apply data productively.

Extensive Demand for Health Care Services from Health Consumers
and Providers

A primary driver of demand for life sciences innovation is the extensive
demand for health care services from an expanding and aging population.

13



The U.S. population is growing strongly. It will rise to approximately 336
million in 2020, an increase of 19 percent from 200C. It is also aging rapidly.
The number of Americans aged 65 or more in 1990 was approximately 32
million. This number is projected to rise to approximately 53 million in 2020,
an increase of 65.5 percent.

At the same time, the life expectancy of seniors is extending. Senior citizens
will place a significant strain on the health care system in coming years.
America’s 78 million Baby Boomers begin turning 65 in 20116, At the global
level, infectious diseases persist, remaining a major cause of death, disability
and social and economic upheaval for millions of people around the world.
And fears of a global pandemic, such as Severe Acute Respiratory Syndrome,
or SARS, and of potential bioterrorism attacks is a further spur.

Large Pharmaceutical Companies are at Crossroads

Dwindling R&D pipelines, expiring patents on blockbuster drugs, and a
spate of late-stage trial failures have the potential to change the direction of
the pharmaceutical industry. New molecular entities in the pipeline
plummeted from 53 in 1996 to a mere 5 in 2005, a period of just ten years.
At the same time, future revenue losses from patents on top-selling drugs
that are expiring is projected at $65 billion over the five years 2006 to 2011.

5U.S. Census Bureau fittp://www.npg.org/popfacts.htm )

6 National Institute on Aging
(http://www.nia.nih.gov/Researchinformation/ConferencesAndMeetings/Workshop
Report/Figure4.htm)
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Figure 2: Pharmaceutical Industry Business Trends

This situation is exacerbated by late-stage failures. Three examples of recent
failures described below are involving AstraZeneca, Pfizer and TeGenero:
AstraZeneca had to end two new treatments for stroke. Pfizer had to halt
trials of a business-critical cardiovascular drug that had an estimated clinical
development cost of $800 million. TeGenero in the UK tested an
experimental antibody that left six patients in intensive care and caused the
company to file for bankruptcy.

To address the consequences of these trends, Big Pharma is seeking
acquisitions that can fill pipeline gaps, streamlining operations to cut costs,
and increasing its investment in research and development. In approximately
2 months at the end of 2006, seven companies made acquisitions worth
approximately $12 billion — Pfizer, Genzyme, Genentech, Merck, Lilly,
Gilead, and Abbott.

Successful acquisitions can indeed benefit pipelines, but the risk of failure —
and acquisition integration has a high probability of failure - is that scientists
will lose motivation, and productivity will decline. Post-acquisition
streamlining is taking two forms: streamlining the pipeline to focus on fewer
diseases and in-licensing more drug candidates, and cutting jobs. Pfizer and
AstraZeneca are among the companies that have done both.

15



At the same time, some companies, including Roche, are increasing their
R&D investment to feed pipelines.

As pharmaceutical companies face these internal challenges, generics are
attacking from the marketplace. Faced with serious revenue losses on big-
selling drugs, some branded companies licensed out their own drugs to
generic companies while patent exclusivity continued thereby creating
“authorized generics.” Other companies also began making their own
generics.

What the future holds is anyone’s guess. Mega-mergers among giants
similar to the mega-consolidation of the late 1990s and early 2000s are one
possible direction. However, uncertainty exists as to whether mega-mergers
can produce significant research efficiencies or increase profitability. What is
likely to continue is increased focus on elimination of non-strategic divisions
and on higher margin ethical products, which yield gross margins of 90
percent to 95 percent. Also likely to continue are efforts to increase R&D
productivity while reducing R&D expense and time to market.

The Biotech Industry Continues to Grow

Supporting and supplementing Big Pharma’s pipeline, both overseas and in
the U.S. are an estimated 4,000 biotechnology companies7 . The 31-year-old
biotechnology industry was responsible for 254 drugs approved in 392
industries from 1982 through 2005 as of October 31, 2006, and represents an
increasingly important source of drugs for Big Pharma. It is large and
growing. U.S. biotech companies employed 713,000 workers in 2002 and
were expected to employ 814,900 workers in 2002. Biological technicians, a
key biotechnology occupation, were expected to grow by 19.4 percent
between 2002 and 2012, while the occupation of biological scientists was
projected to grow by 19.0 percent? The industry is also showing signs of
maturing, giving “evidence of strengthening pipelines, revenue growth, and
progress towards profitability.” 10

The Discovery and Development of Drugs, and Therapies is ever more
Complex and Expensive

The issues involved in carrying out research and development transcend
science. Research has produced enormous databases and mathematical
models constructed from huge amounts of gene, protein and metabolic

™ E&Y: Biotech Reaches Globally for Financing and Opportunity” by Karen Pihl-
Carey, AHC Media LLC, www.bioworld.com

8 Economy.com, Industry Workstation, Biotech industry forecast

9 “Beyond Boarders: Ernst & Young's Global Biotechnology Report 2007”

10 Plunkett Research, Ltd. (www.plunkettresearch.com )
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information. For this reason, strategies typically used to reduce time and
expenses rely heavily on the use of advanced technology - technologies such
as high throughput screening, combinatorial chemistry, genomics,
proteomics and imaging.

Using industry averages reported to the Pharmaceutical Research and
Manufacturer's Association, the cost of drug development increased from $4
million in 1962 to over $450 - $700 million in 2000. The current estimates are
in the $B1.2 - $1.5 rangé! A significant amount of this increase can be
attributed to compliance with regulatory requirements. 12

Drug Safety Issues Cause Increasing Concern and Possible Legislation

Not surprisingly, complex new drugs can be cause for concern Drug
interactions can be dangerous. Medication errors can occur because of drug
name confusion. Continued use of a drug can be fatal, as appears to be the
case with Vioxx. Drug labeling can be deficient. Growing concern about such
issues has led to drug safety bills in Congress that could well make drug
development even more difficult and costly than it already is and so
discourage drug development at a time when more and more aging
Americans are demanding new and cheaper drugs, the drug development
process is already complex and expensive, and Big Pharma is in the throes of
change.

Government Regulation Slows Drug Development and Makes it More
Complex

Rapid advances in science have led to new methods throughout the drug
development process, from novel biological mechanisms to toxicity testing,
diagnostics, the design and interpretation of clinical trials, dosing,
administration and safety monitoring.

The changes, which have been both rapid and far-ranging, create challenges
for the FDA, which regulates virtually every step of the drug development
process. Erring on the side of a drug that turns out badly is an obvious
misstep apparent to one and all while slowing new approvals is something
only a handful of people inside the process are aware of — people at the
agency or at a few pharmaceutical firms and their friends. The choice
between drug safety crises and slow drug approval is an easy task, resulting
in excessive caution in drug regulation and delayed drug development.

11 Tufts Center for the Study of Drug Development, http://csdd.tufts.edu/
12 Source: Network Science Corporation http://www.netsci.org/scgi-
bin/Courseware/projector.pl?Course_num=coursel&Filename=slide07.html
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Life science research and development has become an Information
Science

Reductionism works in other natural sciences, but not in biology. The
challenge for biology as an information science is how to integrate the
complex elements of knowledge and systems involved in physiology and
disease. This advance is being driven by systems biology.

The most recent revolutionary advance in biological research was driven by
molecular biology, a reductionist approach which links data about genetic
traits to physical entities, such as DNA or proteins. This approach is
powerful in building logical simple hypotheses but does not lend itself
readily to reconstituting a model for an entire biological system.

By contrast, today’s advance is driven by systems biology, which assigns
biological functions to all the genes of an organism to understand how the
model should behave as a whole. A scientist might, for example, need to
build a model to explain the expression levels of each of 25,000 genes in each
of 500 experimental conditions in order to profile an mRNA expression.
Wholesale observation has replaced the observation of individual events.

The Data Explosion Drives Demand for New Computing Capabilities to
Manage and Apply Data Productively

Data drives computing, and thoughtful data analysis should create the
insights that transform data into knowledge. The data explosion - from drug
discovery, new kinds of patient data, and regulatory requirements - drives
demand for new capabilities. It becomes easier and easier to acquire
biological data, so more and more data accumulates. What can you do with
it? How can you keep it? How manage it? How make the best use of it?

Fortunately, the scale of computing is rapidly advancing by orders of
magnitude. High throughput is making possible new levels of data
integration, data mining, and data analysis. However, rapid change in
information management technologies caused many life science
organizations to adopt short-term solutions with siloed functionality often
designed for a specific project. This is now changing. The organizations are
choosing extensible enterprise solutions that are service oriented rather than
focused on application or content.

Information Technology Solutions from IBM for Life
Sciences

IBM has been working with clients across the life sciences spectrum to deliver
advanced IT solutions that have produced significant benefits in multiple life
sciences areas. The following examples of IBM solutions are enabling
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innovations in medical imaging, multiple molecular dynamics simulations,
genomic sequencing, pharmacogenomics, clinical and content management,
compliance, and rational drug design.

Medical Imaging Computing and Storage Solutions

Medical imaging is revolutionizing the drug discovery process and

promising to shorten it dramatically, which, in turn, can significantly reduce
the cost of drugs — all thanks to high performance computing (HPC). Johns
Hopkins scientists are using medical imaging to interrogate the brain’s entire
system of neuroreceptors in living people — something that previously was
possible only in dead brains. The use of medical imaging to see and analyze
neurochemical behavior requires huge computational time to automate key
operations and manage data flow.

It makes possible the ability to identify disease biomarkers and to develop
ways of blocking negative effects of schizophrenia, Tourette’'s Syndrome,
drug addiction and other diseases and even of improving cognitive function.
Applying these capabilities to identify and validate compounds for central
nervous system drug development also represents an opportunity to get rid
of clinical trials involving human beings and to dramatically shorten the time
required for drug development. Imaging has also been effectively in the
treatment of cancer and cardiovascular diseases.

Virtualized hierarchical storage pools physical storage from multiple

network storage devices into what appears to be a single storage device that
is managed from a central console for sharing and utilizing data while
maintaining the capacity to expand later.

The Dundee (UK) University College of Life Sciences now has a storage
environment from IBM and Tectrade that makes cost-effective use of both
disk and tape storage, while providing a high-performance environment for
image processing in the HPC cluster. It enables storage of the right
information on the right media with little manual intervention., which saves

a great deal of time, keeps staffing and expansion costs low, and makes
optimal use of researchers’ time. Microscopy images can be easily and cost-
effectively stored and accessed, enabling new research projects to exploit
historical data.

Molecular Dynamics and Systems Biology

Simulations of complex biological processes at various organizational levels,
from atomic to cellular and beyond, have enabled dramatic advances in
genomics, proteomics and structural genomics through virtual screening —
made possible through advances in computing architecture and scale.
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The Mayo Clinic Medical School is using multiple molecular dynamics
simulations (MMDS) to convert genetic sequences to 3D protein structures
for in silico protein screening. It uses a teraflop computer system designed
for this purpose. The SARS 2003 epidemic was projected through this
process. It involved deploying 420 molecules simultaneously.

MMDS have reduced the timetable for lead discovery by orders of
magnitude. Sequencing took 31 days in 2003 but only a single day in 2005.
These molecular dynamics simulations are helping solve the imbalance
between the enormous number of target compounds and the miniscule
number of leads, a result of there being far too few chemists pursuing drug
discovery in academic research.

Pharmacogenomics (PGx)

Pfizer teamed with IBM for a PGx data warehousing solution. The solution
combines clinical patient data with genomic patient data and allows the user
to look at the two together as a basis for targeted treatment and as a basis for
selecting patients for clinical trials. Only 30 percent to 50 percent of patients
generally benefit from some drugs because of genetic factors. By knowing
which patient has a certain expressed gene, a drug developer will know
which patients can safely test a drug for efficacy. Likewise, the physician
treating the patient will apply a diagnostic test before prescribing drugs that
will be effective for treatment.

Five ways in which IT is helping biomedical researchers and developers to
operate more efficiently and cost-effectively are clinical trial management
systems, enterprise content management systems, virtualized hierarchical
storage, life cycle document management, and clustered computing.

Clinical and Enterprise Content Management

Clinical management systems, such as that developed for DOV
Pharmaceutical by IBM, transform raw data into clinical research intelligence
and improve operational efficiency throughout the development process.
They improve communications among investigative team members, collect
and manage data, enable database queries, and enable compliance by
tracking regulatory submissions. Reduced costs from better communication
and collaboration among researchers and managers at DOV resulted in
anticipated savings of $3 million for the first year through improved
productivity.

Enterprise content management systems organize and facilitate collaborative

creation of documents and other content. The National Institutes of Health
used enterprise content management from IBM and SAM Solutions to create

20



genome scanning centers with the Translational Genomics Research Institute
and major universities. The purpose was to make the genomic micro-array
technology available to 10,000 researchers across the country, resulting in the
processing, analysis and dissemination of billions of points of DNA data.

Compliance and Document Management

Life-cycle document management offers life science organizations a
compliance-enabled solution that extends beyond traditional document
management capabilities. The IBM Solution for Compliance in a Regulated
Environment (SCORE) provides a framework for managing the life cycle of
multiple content types, including documents, scanned images, and medical
images, and assures the delivery of that content within a secure, regulatory-
compliant collaborative environment. Through the automation of critical
information management SCORE improves business processes and facilitates
regulatory compliance across the entire life science value chain.

A global medical device company, with headquarters in Germany and
operations in multiple countries, has been using SCORE since 2005. Similar to
other successful global life science businesses, this company has grown
organically as well as through acquisition. As a result, many of the

company's operations are organized around a distributed model. The
company maintains centralized management and several horizontal or
shared-services departments, including information technology and quality
management, which span the company. However, for practical operational
management, each product-centric division maintains a high degree of
process autonomy.

The company currently has 200 active users of SCORE, primarily in the
global quality management department, who are responsible for the majority
of authoring, editing, and publishing of the documents managed in SCORE.
These users, along with users from other functional groups are located at the
company's corporate headquarters. The company's deployment of SCORE
has taken advantage of its distributed organization, deploying first at the
company's headquarters, and then expanding to the divisions. Each division
maintains its own instance of SCORE, exchanging documentation as
necessary across the company, and shares template libraries and workflows
that are maintained in a global library.

Rational Drug Design on IBM Clusters

IBM installed a Linux cluster that can perform more than 600 billion

operations per second at St. Jude Children's Research Hospital. The hospital,
founded by the late entertainer Danny Thomas, is internationally recognized
for its pioneering work in finding cures and saving children with cancer and
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other catastrophic diseases. The supercomputer made it possible for St. Jude’s
to use AMBER software, which is compute-intensive. AMBER simulates the
manual process that St. Jude researchers were performing in the lab to
determine the best possible compound to address a specific disease. Even
more important than the significant cost savings the hospital realized is its

new ability to reduce the development time of a drug that could save the life

of a dying child from 6 years to an unprecedented 12 months.

Overview of HPC Life Sciences Applications

Computational and analytical sophistication is increasingly critical in life
sciences for drug discovery, development, and medicine. Extensive and
increasing interdisciplinary studies and workflows common in systems
biology combining biology, chemistry, imaging, and statistical analysis drive
up the demands on computing and data management capability.

Computational Life Sciences Problems Span a Wide Spectrum of
Disciplines

The dramatic advances in information technology continue to drive in silico
biology, high throughput screening, chemistry, imaging, and systems
biology. As these disciplines matured, researchers became very proficient at
building sophisticated mathematical models and using modern computing
infrastructures. Over time, it became clear that most life sciences problems
lend themselves to solutions in a clustered or parallel environment.

Industrial life sciences environments rarely rely on just one kind of
application. Instead, they often run a mix of public domain bioinformatics
software and computational chemistry software provided by the public
domain software such as AMBER, CHARMM, NAMD and a few key
commercial software developers such as Gaussian, Accelrys, Schrédinger,
OpenEye, and others. In addition, many specialized programs for more
sophisticated analytical applications written in-house or elsewhere in the
industry are also used for emerging areas such as imaging and systems
biology. The following figure superimposed on the healthcare/life sciences
industry ecosystem depicts the application disciplines that benefit from high
performance computing solutions.
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Unlike many mature industries, the life sciences world is experiencing
extensive growth in both the volume and diversity of data. Structured
sequence data is typical in many bioinformatics applications whereas
unstructured text and image data is common in medical imaging and clinical
development. Furthermore, emerging sub-disciplines such as systems
modeling, high content analysis, and mRNA profile analysis are driving even
more demand for computing capability. The following tables provides a
summary classification of some major life siences applications and solution
approaches for both more established areas such as bioinformatics and
computational chemistry, and for emerging areas such as imaging and
systems biology. See the Glossary created from materials from Wikipedia and
other sources for more details.
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Figure 4: Classification of prominent established HPC life sciences disciplines
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Figure 5: Classification of some emerging HPC life sciences disciplines

Life Sciences Requires Systems Optimized for Capacity and Large
Scale and Coupled with Devices and Diagnostics

The solution of a single life sciences problem frequently requires the
integration of several applications and data sources from multiple

proprietary and public-domain databases in various formats, and from a
wide range of devices and diagnostics equipment. A tighter integration of
this workflow with data from devices and diagnostic equipment enables
increased scientific innovation and productivity. Bioinformatics and
chemistry applications typically benefit from scalable computers, whereas
software applications involved in data acquisition from devices and
diagnostic equipment run on smaller systems with superior graphics and
visualization capability.
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Innovative Solution Approaches and a Comprehensive High
Performance Computing Infrastructure is Required for Many Life
Sciences Applications

The increased use of computing in the life sciences industry and the
complexity of the simulations being performed, requires a combination of
high performance computing systems, large storage systems, visualization
and advanced instrumentation, applications and middleware, all connected
by high-speed networks. The computing challenges continue to push the
envelope in high performance computing systems, algorithms, scientific
models, systems biology, in silico modeling, data integration and scale. These
innovations will further expand the role and value of HPC for the life

sciences industry and research.

High Performance Computing Challenges in Life
Sciences

The need to transcend Moore’s law through parallel computing has given
rise to multi-core processors, clusters, grids, and scalable parallel systems in
recent years. Parallel solution approaches based on data and problem
decomposition techniques are required to exploit these parallel architectures
for large scale life sciences problems. Additionally, careful adaptation and
tuning of these parallel algorithms on cluster platforms is needed to get the
benefits of very large scalability and performance. Clusters based on
standard microprocessors have been used to deliver performance for some
point- life sciences applications. However, many “white-box” systems are
inadequate for the inherently diverse and complex life sciences workload in
many life sciences workflows.

The Need to Transcend Moore’s Law through Parallel Computing

To process large amounts of data which provide valuable scientific insight,
applications require substantial horsepower, thereby fueling the demand for
clusters and scalable parallel computing using multi-core processors. These
systems can be expanded with standard microprocessor nodes to keep pace
with the increased processing needs driven by the dramatic growth of data
and higher accuracy, especially for bioinformatics, systems biology, and
imaging problems. The growth in the resulting computing demands exceeds
Moore’s Law. A scalable compute infrastructure is the only answer.
Additionally, the price/performance ratios of these systems must make
teraflops of processing power available at a fraction of the cost of a
traditional supercomputer.
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Large Scale Life Sciences Applications Require Parallel Algorithms and
Systems

Very high performance computing is almost always accomplished through
parallelism. However, obtaining parallel computing capabilities is difficult
and complex because many practical life sciences applications don'’t
multithread beyond a few processes. In order to scale further, parallelism
must be at a very high coarse grain level. Algorithmic approaches in life
sciences based on data and problem decomposition strategies allow users to
obtain the maximum advantage and scalability from parallel machines with
large numbers of inter-connected processors. Almost all classes of life
sciences applications in bioinformatics, chemistry, imaging, and systems
biology benefit from cluster computing.

Careful System Specific Tuning is Needed to Further Boost Performance
and Scalability on Cluster Platforms

Parallel application development and system performance for large-scale life
sciences applications also depend on the single processor and memory
performance, the communication subsystem performance, I/O performance,
and development tools for programming, debugging, and resource
management. A significant improvement in performance and scalability can
be obtained for life sciences applications that are tuned for the specific
parallel architecture. This often requires a combination of deep life sciences
domain knowledge coupled with algorithmic and parallel computing skills.

Clusters are used for a Wide Range of Life Sciences Applications...But
White Box Solutions are Still Inadequate

Many chemistry codes require cluster nodes with large memory and high
performance I/O. At the same time, many bioinformatics and molecular
dynamics applications require large number of cluster nodes tied together
with high-performance scalable interconnects. Furthermore, a large number
of applications are tied together into a computational workflow, requiring
additional middleware for scheduling, resource management, and
provisioning.

In order to solve these growing compute requirements for complex life
sciences simulations, “white-box” clusters are starting to become insufficient.
“White-box” clusters with hundreds of processors are expensive to deploy
and operate. The cost associated with providing support and maintenance
grows exponentially. Also, management of such diverse collections of
resources is difficult, and effective software solutions that can scale are only
now beginning to appear in the market. Furthermore, the electrical power
consumption and the physical facilities required to operate such large
clusters are prohibitively expensive. These limitations of “white-box” clusters
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can be overcome with clusters such as the IBM System Cluster 1350 that have
a wide-range of pre-engineered flexible hardware options, a balanced cluster
software environment with systems and workload management, and

optimized implementations of major life sciences applications.

The IBM Cluster Solution

The IBM Cluster is a multi-server system, comprising interconnected
computers and associated networking and storage devices, unified via
systems management and networking software to accomplish a specific
purpose. With high-speed interconnects, the IBM Cluster is particularly very
effective for parallel life sciences applications that use MPI and data and
problem decomposition. IBM provides a range of clustering flexibility built
from piece parts for HPC savvy clients who benefit from the additional
ability to better customize and optimize their life sciences workload. While
other clients benefit from a very robust integrated Cluster 1350 solution
(described here in greater detail) with comprehensive support with pre-
engineered and tailored life sciences applications.

IBM Delivers Cluster Solutions across the Spectrum from Piece Parts to
Integrated Solutions

IBM provides several clustering alternatives ranging from Roll Your Own
(RYO) where the client bears all risk for sizing, design, integration,
deployment, and warranty issues to a complete integrated solution (Cluster
1350) where a single point of contact is responsible for all issues.

Roll Your Own

For these clusters, the client orders individual components from a variety of
vendors, including IBM. Then the client tests and integrates components or
contracts with an integrator. Warranty issues must be addressed with each
vendor.

IBM Racked and Stacked

Here, the client orders servers and storage in standard rack configurations
from IBM. Then the client integrates IBM racks with third party components
or contracts with an integrator. Client must address warranty issues with
each vendor.

IBM Business Partner Integrated

The IBM Business Partner orders servers and storage from IBM and
networking from third party vendors. Then the partner builds and integrates
components and delivers to customer. Client must address warranty issues
with each vendor.
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IBM System Cluster 1350

A client orders the integrated Cluster 1350 solution from IBM, including
servers, storage and networking components. IBM delivers factory-built and
tested cluster ready to “plug-in” and the client has a single point- of-contact
for all warranty issues.

As shown in the figure, the IBM System Cluster 1350 has a wide-range of
standard components that could be used separately in other types of
computing configurations with compute nodes, networking adapters and
switches, local and/or external storage, systems management software, and
supports a portfolio of validated and optimized life sciences applications. It
can be configured and deployed to serve a broad range of functions, from
server/workload consolidation to high-performance parallel computing tasks.
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Figure 6: The IBM System Cluster 1350 Architecture

A Familiar, Optimized, and Innovative Software Environment

Three fundamental principles were followed when the system software was
designed for the IBM Clusters: simplicity, performance and familiarity.
Driving toward simplicity in the software design has allowed development
of software that takes advantage of hardware features to deliver high
performance without compromising stability and security. And by creating a
programming and administration environment based on familiar
programming languages, libraries, job management tools and parallel file
systems, life sciences application developers benefit from the innovative
design elements of IBM Clusters without facing a steep learning curve.
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Integrated with High Performance Visualization, File Systems, and
Middleware

As mentioned earlier, in addition to high performance computing systems,
large file/storage systems, visualization and advanced instrumentation,
middleware, all connected by high-speed networks are also needed for
today’s life sciences infrastructure.

With IBM’s Deep Computing Visualization, high-end graphical images are
created in two visualization modes:

x Scalable Visual Networking (SVN)
x Remote Visual Networking (RVN)

SVN supports multiple high-resolution monitors or projectors for immersive,
stereo visualization. RVN distributes graphical images to remote
(collaborative) client stations. These features help derive more accurate
scientific insights from the higher resolution of the complex data obtained
from life sciences simulations on IBM Clusters.

The following High Performance Computing cluster software is now

available on IBM Clusters: the General Parallel File System (GPFS) for Linux
and Tivoli Workload Scheduler LoadLeveler for Linux. GPFS is the top
performing cluster-wide file system for IBM Clusters, providing superior
scalability and high reliability. Tivoli Workload Scheduler LoadLeveler is a
job scheduler designed to maximize resource utilization and job throughput
to get the most out of the available resources. IBM Clusters also support other
workload management solutions available from partners. This combination
of middleware enables the optimization and scaling of the IBM Cluster
resources (processors and storage) for several, concurrent life sciences
simulations typical in integrated workflows.

Innovative Power and Cooling Benefits

The IBM energy management portfolio tackles the challenge to increase
power and thermal efficiency and reduce costs on many levels. First, inside
the system, all IBM System x™ and BladeCenter® servers start with
Calibrated Vectored Cooling technology, which allows dual paths of air to
each component, improving uptime and longevity, and reducing wasteful air
movement and heat generation. Coupled with more-energy-efficient power
supplies, IBM BladeCenter and System x servers can generate less heat in the
critical AC-to-DC power conversion than many alternative systems from the
competition. For clusters within a rack, IBM System x servers are designed to
work at full density in a well-planned rack solution. They are also designed

to operate at extended temperature ranges to keep the system up and
running — even in extreme temperature and failure conditions. IBM rack-
based cluster solutions are engineered to optimize air flow and prevent
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undesirable recirculation within the rack, so servers can run in optimal
temperature conditions.

Blades-based clusters enable clients to pack more processors into the same
power and cooling envelope as well as better utilize floor space and "right
size" data-center design. With IBM BladeCenter, less power per processor
means more processing capacity per kilowatt. The IBM BladeCenter runs
cooler to deliver greater reliability. IBM believes that cooling and power costs
could be reduced by up to 45% compared to the competition over the average
life cycle of a cluster system.

For dense data center environments, IBM provides smart rack-level heat
solutions like the super-efficient IBM Rear Door Heat eXchanger. The water-
cooled door is designed to dissipate heat generated from the back of the rack
to reduce the overall room temperature.

The IBM PowerExecutive™ solution is available for selected IBM
BladeCenter® and System x™ servers and allows direct power monitoring
through IBM Director. This solution helps customer monitor power
consumption to allow better utilization of available power resources.

With this combination of benefits at the server and data center level, IBM
systems can provide strong power and cooling benefits to Cluster 1350
customers. Check outhttp://www-03.ibm.com/systems/x/eei/ for additional
materials.

Technical Details of the IBM System Cluster 1350: A Cost Effective,

Flexible, and Scalable Architecture

The IBM System Cluster 1350—IBM’s high-performance, high-density
Linux® cluster solution has a family of cluster node choices. There rack
servers and IBM BladeCenter® blades designed with Intel® Xeon™ or AMD
Opteron™ processors, adding to a portfolio of x86 architecture-based nodes.
In addition, the IBM BladeCenter QS20 blade, featuring IBM’s Cell
Broadband Engine™ (Cell BE) technology, can also be a Cluster 1350 node.
When coupled with Power Architecture™ based IBM System p5™ servers
and BladeCenter JS21 blades, Cluster 1350 clients can select the processor
technology and system packaging that is exactly right for their life sciences
requirements.

Nodes based on Intel Xeon processors providing multi-core options include:

x IBM System x3550 — 1U rack-mount server with up to two quad-core
processors

x IBM System x3650 — 2U rack-mount server with up to two quad-core
processors
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x IBM BladeCenter HS21-XM — single-width blade with up to two dual-
core processors and 8 DIMMs

x IBM BladeCenter HS21 — single-width blade with up to two dual-core
processors and 4 DIMMs

Nodes designed with AMD Opteron processors include:

x IBM System x3455 — 1U (1 EIA unit) rack-mount server with up to two
dual-core processors

x IBM System x3655 — 2U rack-mount server with up to two dual-core
processors

x IBM System x3755 — 4U rack-mount server with up to four dual-core
processors

x AMD Opteron LS21 for IBM BladeCenter — single-width blade with
up to two dual-core processors

x AMD Opteron LS41 for IBM BladeCenter —double-width blade with
up to four dual-core processors

Nodes based on the Power Architecture include:
x IBM System p5 505 and 505Q — 1U rack-mount servers
x IBM System p5 510 and 510Q — 2U rack-mount servers
x IBM System p5 550 and 550Q — 4U rack-mount servers
x |BM BladeCenter JS21 — single-width blade

The Cluster 1350 combines the power of this extremely broad range of node
choices with IBM Cluster Systems Management (CSM) for Linux software,
IBM storage products and leading third-party networking components to
create integrated, flexible offerings for life sciences environments. Cluster
1350 hardware is delivered configured, tested, and ready for software
installation.

A Wide-Range of Peripheral Options for High Performance

The Cluster 1350 comes with several storage, switch technology and
performance acceleration options — broadening choices for configuring
Cluster 1350 solutions to meet custom requirements. The IBM System
Storage™ DS4700 Express storage system offers up to 33.6TB of high-
performance Fiber Channel disk storage. In addition new storage options
include the

X DS3400 SAS/SATA Fiber Channel Host Interface
X DS3200 SAS Host Interface

32



x EXP 3000 (SAS/SATA).

Ethernet switch options include the Forcel0 Networks E600i chassis and the
Cisco Catalyst 6500 Series of Ethernet switches. Components for configuring
clusters with InfiniBand interconnect technology delivering very low latency
and high bandwidths are:

x Cisco SFS 7000P InfiniBand Server Switch

x Voltaire Grid Switch ISR 9024

x Voltaire InfiniBand Pass through Module

x Voltaire SDR and DDR Daughter cards for IBM BladeCenter

x QLogic InfiniBand HTX (HyperTransport Expansion) Adapter

New Third-Party Networking Options from:

x CISCO HPC-E-2960G 24-port Ethernet Switch Bundle

x CISCO HPC-E-4948-10GE 48-port Ethernet Switch Bundle

x CISCO SFS 7000 Family of DDR InfiniBand Switches
o Cisco SFS 7000D 24-port DDR IB Switch Bundle
o Cisco SFS 7012/7024 Switch Fabric Module - w/ Mgmt
o Cisco SFS 7012D 144-port DDR IB Switch Bundle
o Cisco SFS 7012P/7024D 12-port 4X DDR IB Line Card
o Cisco SFS 7024D 288-port DDR IB Switch Bundle

X Voltaire 9024S 24-port Ext. Managed SDR IB Sw Bundle

X SMC 8024L2 24-port Gb Ethernet Switch Bundle

x Tyco 48-port 1Gb Ethernet Angled Patch Panel.

A Comprehensive Software Environment and Support

The Cluster 1350 provides support for Novell’'s SUSE Linux Enterprise Server
(SLES) 10 as well as Microsoft Windows Compute Cluster Server 2003.
Additionally, Cluster 1350 systems are managed by Cluster Systems
Management (CSM) for Linux Multiplatform V1.6 or CSM for Linux on
POWER™ V1.6. CSM for Linux provides resource monitoring, automated
operations, remote hardware control and command execution, configuration
file management and parallel network installation. And, it helps ease
administration and may reduce life cycle costs by allowing management of
an entire Cluster 1350 system from a single management node. As workload
demand increases, CSM allows incremental growth of the Cluster 1350
configuration without necessarily increasing the management complexity.
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Optional software including IBM General Parallel File System (GPFS) for
Linux V3.1 and HPC tools such as compilers, debuggers and libraries are
available.

The Cluster 1350 supports these Linux distributions:
x Red Hat Enterprise Linux 4 (RHEL 4) AS and WS 64-bit
x SUSE Linux Enterprise Server 9 (SLES 9)

Installation Support Services are available through the Cluster Enablement
Team (CET). CET is a technical team of Linux cluster software engineers,
technicians and project managers skilled in the latest Linux hardware and
software technology. This team can provide clients with Linux cluster
services such as project management, pre configuration and cluster burn-in,
software installation and interoperability, training, skills transfer and code
porting and optimization.

IBM System Cluster 1350 Features and Benefits at a Glance

The IBM System Cluster 1350 is accompanied by a product and solution
roadmap that will deliver increased performance and benefit for life sciences
applications. IBM continues to build and integrate new hardware, software,

and solution components. The recent support of Microsoft's Windows
Compute Cluster Server 2003 (WCCS) is just one example. The salient system
details and benefits for the IBM System Cluster 1350 are summarized in the
following table.
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Feature Benefits

Integrated and tested hardware x Provides validated configuration

supported by IBM with a single point-of-contact for
continuing support

x Can optimize time-to-production for
high-performance Linux or
Microsoft-based applications

Advanced IBM System x™ X Unique IBM Enterprise X-

hardware Architecture™ delivers powerful,
scalable and reliable Intel processor-
based nodes

X Revolutionary BladeCenter design
delivers the optimal combination of
performance, density and
integration

x AMD Opteron processor-based
systems optimized for HPC and BPC
application environments, especially
those that require maximum
processor. processor/memory, and
I/0 bandwidth

x IBM PowerPC processor-based
blade servers with competitive
price/performance for versatile 64-
bit peak computing including
execution of operations on the same
data set in parallel

Power and Cooling x Calibrated Vectored Cooling, Energy
efficient power supplies, low-voltage
processors, IBM Power Executive,
IBM Power Configurator, Thermal
Diagnostics

Industry-leading components x Diverse component portfolio
provides wider configuration
choices

X Help maintain lower costs without
compromising high quality and
performance

Figure 7: IBM System Cluster 1350 Features and Benefits at a Glance

The IBM Cluster Solution Excels at Life Sciences

IBM Custer solutions provide exceptional performance for the inherently
diverse life sciences workload. Chemistry applications such as AMBER,
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GAMESS, GROMACS, NAMD, NWChem, and bioinformatics applications
such as BLAST, FASTA, ClustalWw and HMMER perform significantly.

Prominent Life Sciences Applications and Workflows perform very well
on IBM Clusters

Recent advances in data and problem decomposition techniques make IBM
Clusters with a high-speed interconnect such as InfiniBand very suitable for
large-scale computational chemistry and biology problems. These crucial
scientific problems in the industry will require the computing performance
and scalability that is practical only with a large number of cluster nodes.

Another feature of many life sciences problems is that their solution requires
many discrete steps. Different applications linked by their inputs and outputs
are often connected in a workflow that has loops, conditionals, and branches
as flow constructs. These workflows can be executed efficiently in parallel
with varying degrees of granularity on an IBM Cluster. Scitegic Pipeline Pilot
from Accelrys is one prominent workflow solution that is used extensively in
the life sciences industry.

Optimization further enhances Scalability and Performance

To take advantage of the IBM Cluster architecture, substantial performance
tuning can be achieved by careful load balancing, maximizing single socket
performance, maintaining data locality, minimizing cache misses, and
maximizing the computation-to-communication ratio. Application
performance can be further enhanced by the use of optimized mathematical
libraries and high-performance 1/O solutions like GPFS.

This requires a very structured approach. It consists of first porting the
application, then validating it on the IBM Cluster, and finally optimizing the
application on the IBM Cluster. Careful performance tuning can enhance the
performance of the application significantly but requires a deep
understanding of the application and the cluster architecture. The investment
made in developing these validated, optimized versions enables the solution
of larger-scale problems with a substantial payoff in terms of obtaining
scientific insight and value. Furthermore, this investment is continually
enhanced as newer generations of cluster systems incorporating new
components become available.

IBM provides access to clusters through the Deep Computing Capacity

on Demand (DCCoD) center and several innovation centers around the
world. Working collaboratively with IBM life sciences experts, application
developers and prospective users can test out and get in-depth experience on
IBM’s latest cluster offerings in a cost-effective manner. For example, IBM is
working very closely with Accelrys, Inc to create a total tailored solution for

life sciences customers.

36



Life Sciences Applications Benefit from Single Socket Quad-Core
Performance

Seven representative Life Sciences HPC applications were benchmarked on
Intel® Xeon® processor 5160 (Woodcrest) and Intel® Xeon® processor
X5355 (Clovertown) platforms. The Clovertown systems show 34-70% better
performance than Woodcrest systems across all applications on typical
workloads and on fully subscribed systems. Furthermore, both Woodcrest
and Clovertown systems show good parallel scaling for all applications
tested's.
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Figure 8: Comparison of Single Socket Quad Core Performance vs. Dual Core
(Data Courtesy of the Intel Corporation)

13 Omar Stradella, Valery Cherepennikov, and Mike Greenfield, “High Performance

Computing: Performance comparison of Intel® Xeon® Processor 5160 (Woodcrest)
and X5355 (Clovertown) for Life Sciences Applications”, Intel Corporation, April 17,

2007.
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Figure 9: Scalability of Multithreads vs. Single Thread on a Dual Socket System
(Data Courtesy of the Intel Corporation)

Examples on IBM Clusters

IBM continues to work with life sciences application developers to migrate
and optimize their applications on clusters. These representative examples
range from molecular dynamics, quantum chemistry to bioinformatics. These
examples illustrate the flexibility and performance of IBM clusters for an
inherently diverse life sciences workload. Moderate to large size examples
have been chosen to demonstrate the unique value proposition of IBM
clusters and the deep IBM life sciences expertise in building tailored
solutions. All clusters were connected with InfiniBand if not specified. More
information on the test cases specific to the application software given below
may be found in the corresponding application software websites.

AMBER

AMBER? (Assisted Model Building with Energy Refinement) is a
computational chemistry application that consists of two things: a set of
molecular mechanical force fields for the simulation of bio-molecules (which
are in the public domain, and are used in a variety of simulation programs);
and a package of molecular simulation programs which includes source code
and demos. The current version of the code is AMBER version 9, which is
distributed by UCSF.

14 AMBER Home Page, http://amber.scripps.edu/

38



AMBER 9 has two similar programs, pmemd and sander, performing the same
simulations. The pmemd simulates only part of the sander functions. Results in
the tables are elapsed time in seconds. There are two sets of benchmarks,
PME (factor-ix, jac, rt) and GB (gb_mb, gb_cox2) in the tests that are shown in
the following figures. Both test cases exhibit good scalability on IBM clusters.

AMBER - pmemd Performance (Lower is Better)

O Factor -ix
mJAC

Ert
Ogh_mb
Egb_cox2

600

seconds

1 2 4 8 16 32 64

Number of Tasks

Figure 10: AMBER Performance on an IBM Cluster with a 3.0 GHz Intel Xeon
Processor 5160

39



AMBER sander Performance (Lower is Better)

O factor-ix
EJAC
Hrt
@ gb_mb
B gb_cox2
800
»n 600
©
c
O 400 A
0
o
0 200 A
0 4

1 2 4 8 16 32 64
Number of Tasks

Figure 11: AMBER Performance on an IBM Cluster with a 3.0 GHz Intel Xeon
Processor 5160

GAMESS

GAMESS' (General Atomic and Molecular Electronic Structure System) is a
general ab initio quantum chemistry package maintained by the members of
the Mark Gordon research group at lowa State University. The test cases run
are summarized in the following table. All cases scale well on an IBM Cluster
with up to 16 parallel tasks.

* GAMESS Home Page, http://www.msg.ameslab.gov/
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TEST CASE DESCRIPTIONS

I-rotenone Single-point RHF (restricted Hartree-Fock) energy

(direct SCF) calculation for the I-rotenone

(insecticide) molecule: 51 atoms, 208 electrons.

luciferin Single-point RHF (restricted Hartree-Fock) energy
(direct SCF) gradient calculation for the firefly
luciferin molecule: 26 atoms, 144 electrons.

nicotine Single-point RHF (restricted Hartree-Fock) energy
(direct SCF) gradient calculation for the nicotine
molecule: 26 atoms, 88 electrons.

Figure 12: GAMESS Test Cases

GAMESS Performance (Lower is Better)

O nicotine
W |-rotenone
B luciferin

1000

800

600

400
200
. | lLL
1 2 4 8 16

Number of Tasks

seconds

Figure 13: GAMESS Performance on an IBM Cluster with a 3.0 GHz Intel Xeon
Processor 5160

GROMACS

GROMACS? is a general purpose application to perform molecular dynamics
for systems with hundreds to millions of particles.

16 GROMACS Home Page, http://www.gromacs.org/
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It is primarily designed for biochemical molecules like proteins and lipids
that have a lot of complicated bonded interactions. Since GROMACS is
extremely fast at calculating the non-bonded interactions (that usually
dominate many simulations), it is also used for research on non-biological
systems, e.g. polymers.

GROMACS runs in parallel, using standard MPI communication and
contains several state-of-the-art algorithms to extend the time steps in
simulations significantly, and thereby further enhances performance without
sacrificing accuracy or detail. A test case (DPPC) exhibits good scalability on
a system with 32 processors.

GROMACS Performance (Lower is Better)

O DPPC

2000
1800 —
1600 +—
1400 1+
1200 1+
1000 +—
800 T
600 T
400 1
200 T Bl

seconds

1 2 4 8 16 32

Number of Tasks

Figure 14: GROMACS Performance on an IBM Cluster with a 3.0 GHz Intel Xeon
Processor 5160

HMMER

HMMER is a bioinformatics package of programs based on profile Hidden
Markov Models (profile HMMSs). It uses multiple sequence alignment to
generate a statistical description of the consensus of an amino acid sequence
family. Then it can search sequence databases with the family consensus or
search an amino acid sequence against a family consensus database.
hmmsearch is one of the most computation intensive programs of the

HMMER. hmmsearch uses a profile HMM as the query to search against a
sequence database for additional homologues of a modeled family.

42



In the following test case, an HMM of 236 amino acids is searched against
databasenr, which consists of 2,317,995 protein sequences, a total of
786,442,666 residues. This example exhibits excellent scalability up to 32
parallel tasks.

HMMER Performance (Lower is Better)
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Figure 15: HMMER Performance on an IBM Cluster with a 2.67 GHz Intel Xeon
Processor X5355 (Clovertown)

NAMD

NAMD 17 is a parallel molecular dynamics code designed for high-
performance simulation of large bio-molecular systems. NAMD was
developed and is maintained by the Theoretical and Computational
Biophysics Group in the Beckman Institute for Advanced Science and
Technology at the University of lllinois at Urbana-Champaign. The newest
version of NAMD is 2.6 released on August 2006. The following two
standard NAMD benchmarks exhibit good scalability up to 64 processors.

17 NAMD Home Page, http://www.ks.uiuc.edu/Research/namd/
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NAMD Performance (Lower is Better)
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Figure 16: NAMD Performance on an IBM Cluster with a 3.0 GHz Intel Xeon
Processor 5160

NWChem

NWChem 8 provides many methods to compute the properties of molecular
and periodic systems using standard quantum mechanical descriptions of the
electronic wave function or density. In addition, NWChem has the capability
to perform classical molecular dynamics and free energy simulations. These
approaches may be combined to perform mixed quantum-mechanics and
molecular-mechanics simulations. The benchmark example scales well on a
cluster with up to 64 processors.

18 NWChem Home Page, http://www.emsl.pnl.gov/docs/nwchem/nwchem.html
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NWChem Performance (Lower is Better)
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Figure 17: NWChem Performance on an IBM Cluster with a 3.0 GHz Intel Xeon
Processor 5160

The Future of Cluster Computing in Life Sciences

The economies of scale, scope, and power offered by cost-effective standard
processors from Intel, AMD, and IBM will continue to increase the
penetration of clusters in life sciences. Furthermore, multi-core systems with
increased numbers of cores per socket will enable users in the life sciences
industry to obtain greater performance for the same total cost including
power and cooling costs. Most life sciences application providers already
support the distributed memory cluster architecture with scalable parallel
versions of their applications. This computing model has become the
dominant model in the industry. Integrated workflows on clusters will

become common.

Cluster Penetration will Increase as Differentiated Integrated Solutions

are Delivered

Many life sciences businesses have already realized the value of building
their own Linux and Microsoft clusters using commodity hardware, standard
interconnects and networking technology, open source software, and in-
house or third-party applications. They are also increasingly realizing that

the expense and complexity of assembling, integrating, testing and managing
these clusters from disparate, piece-part components often outweigh any
benefits gained. Companies such as IBM have built integrated cluster
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solutions such as the IBM System Cluster 1350 that significantly reduce these
costs and complexities for most engineering businesses.

Advances in power and cooling technologies, multi-core processors,
virtualization, storage and data management technologies, and pre-
architected life sciences applications solutions will further increase the
adoption of these integrated cluster solutions.

Tighter Workflow Integration Among Life Sciences Applications and

with Devices and Diagnostics will Continue to Expand In Silico Analyses
Life sciences solutions from major ISVs have become better integrated with
other applications and with data acquisition environments. This enables the
effective and rapid deployment of collaborative solutions in the
pharmaceutical and biotech industries. High throughput analysis and
systems biology will become more prevalent as integrated workflow
environments become standard HPC environments in life sciences.

Conclusions: The IBM Cluster Solution Provides Unique
Value for Life Sciences

As shown in the examples, IBM clusters perform very well on a wide range

of life sciences problems. Clusters are the mainstream platform for high
performance computing in the life sciences. Many life sciences applications
also do benefit from the flexibility of hardware options, quad-core processors,
superior I/O and memory performance, and high-speed interconnects such as
InfiniBand.

The IBM System Cluster 1350 provides an integrated solution which has a
wide-range of pre-engineered flexible hardware options, a balanced cluster
software environment with systems and workload management, and energy-
efficient and optimized implementations of major life sciences applications.
This is a very robust and scalable platform for industrial strength in silico
analysis. For the first time, many smaller biotech companies with limited in-
house skills will have an affordable computational solution that will give
them a competitive edge.
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Glossary

Bioinformatics

Bioinformatics is a discipline that uses mathematical, statistical and computer
methods to analyze biological, biochemical, and biophysical data. It is often
focused on developing databases and algorithms that speed and enhance
biological research.

Cheminformatics

Cheminformatics is the study of computer-assisted storage, retrieval and
analysis of chemical information. As applied to life sciences,
cheminformatics produces in silico techniques for the rapid screening of
compounds in drug discovery and development programs.

DNA

DNA, deoxyribonucleic acid, is the chemical inside the nucleus of a cell that
carries the genetic instructions for a living organism.

Fluxomics

Fluxomics is the study of the dynamic changes of molecules within a cell over
time. It plays a role in systems biology.

Genomics

Genomics is the study of all the nucleotide sequences - including structural
genes, regulatory sequences, and non-coding DNA segments - in the
chromosomes of an organism.

Glycomics

Glycomics is a discipline of biology that deals with the structure and function
of all carbohydrates in a cell or tissue. It plays a role in systems biology.

High Throughput Molecular Screening

High throughput molecular screening (HTS) is the automated, simultaneous
testing of thousands of distinct chemical compounds in models of biological
mechanisms or disease.

Imaging

Imaging systems acquire, analyze and process the visual representation of an
object, such as a body part. Imaging is accomplished by scanning or
photographing the object and turning it into a matrix of dots, or bitmap. The
scanned image may then be encoded into computer data.

Molecular imaging means imaging the molecules and molecular-based
events that underlie the fundamental biology of pathophysiologic or normal
tissue process.
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Medical imaging is used for diagnosis
Interactomics

Interactomics is a discipline of bioinformatics that deals with studying the
interaction among proteins, and other molecules within a cell. It can also be
used to mean interactions between all molecules within a cell. It plays a role
in systems biology.

Metabolomics

Metabolomics is the study of small molecule metabolites within a cell or
tissue. It plays a role in systems biology.

Organ Modeling
Dynamic organ modeling is used for minimally invasive surgery

In vitro organ modeling is a method of culturing different cell types from a
single organ in a cell culture tool.

Modeling uses comprehensive self-consistent descriptions expressed in
guantitative mathematical form to define a working hypothesis in a form that
can be tested and reproduced. These models are always incomplete or
partially incorrect, but they provide a means of understanding a system and
improving that understanding.

Pharmacodymanics

Pharmacodynamics is the study of the biochemical and physiological effects
of drugs on the body, the mechanisms of drug action and the relationship
between drug concentration and effect.

Pharmacokinetics

Pharmacokinetics (PK) comes from the Greek words for drug, "what the body
does with a drug — absorption, distribution, metabolism and excretion”.
Pharmacokinetics is often studied in conjunction with pharmacodynamics,
which explores what a drug does to the body.

Proteomics

Proteomics is the large-scale study of proteins, particularly their structures
and functions. It plays a role in systems biology.

RNA and mRNA

RNA, ribonucleic acid, is a nucleic acid polymer composed of nucleotide
monomers It plays several important roles in the processes that translate
genetic information from DNA into protein products. RNA acts as a
messenger between DNA and the protein synthesis complexes known as
ribosomes, forms vital portions of ribosomes, and acts as an essential carrier
molecule for amino acids to be used in protein synthesis.
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MRNA, or messenger RNA, carries information from DNA to the ribosome
sites of protein synthesis in the cell.

Simulation

Computer simulation applies mathematical models of biological systems to
explore hypotheses concerning basic physiology, pharmacology, and systems
toxicology and to extrapolate the findings of in vitro tissue and cell culture
preparations to theoretical meaning within the context of a total animal.

Systems Biology

Systems biology - also calledin silico biology, integrative biology, and
computational systems biology - is the study of biological systems in terms of
the interactions of the key elements such as DNA, RNA, proteins, and cells.
It involves obtaining, integrating and analyzing complex data from multiple
experimental sources, for which it uses interdisciplinary tools. Some typical
technology platforms are glycomics, metabolomics, proteomics, and
transcriptomics, which identify and quantify molecules. In addition, it
includes interactomics and fluxomics, which analyze the dynamics and
interactions within a cell.

Transcriptomics

Transcriptomics examines the expression level of mRNAs in a given cell
population, often using high-throughput techniques based on DNA
microarray technology. The term comes from the transcriptome, the set of all
messenger RNA (MRNA) molecules, or "transcripts”, produced in one or a
population of cells. It plays a role in systems biology.

More Information

To learn more about the IBM System Cluster 1350, contact your IBM representative
or IBM Business Partner, or visit the following Web sites:

www.ibm.com/systems/clusters/
ibm.com/common/ssi

This publication was developed for products and/or services offered in the United
States. IBM may not offer the products, features or services discussed in this
publication in other countries.

The information may be subject to change without notice. Consult your local
IBM business contact for information on the products, features and services available

in your area.

All statements regarding IBM’s future directions and intent are subject to change or
withdrawal without notice and represent goals and objectives only.
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UNIX is a registered trademark of The Open Group in the United States, other
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Linux is a registered trademark of Linus Torvalds in the United States, other
countries or both.

Intel and Xeon are trademarks or registered trademarks of Intel Corporation in the
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Cell Broadband Engine is a trademark of Sony Computer Entertainment Inc. in the
United States, other countries or both.
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others.

IBM hardware products are manufactured from new parts, or new and used parts.
Regardless, our warranty terms apply. For a copy of applicable product warranties,
write to: Warranty Information, P.O. Box 12195, RTP, NC 27709, Attn: Dept.
JDJA/B203. IBM makes no representation or warranty regarding third-party products
or services including those designated as ServerProven® or ClusterProven®.

Photographs show engineering and design models. Changes may be incorporated in
production models.

This equipment is subject to FCC rules. It will comply with the appropriate FCC rules
before final delivery to the buyer.

Information concerning non-IBM products was obtained from the suppliers of these
products, or their published announcements. IBM has not tested those products and
cannot confirm the performance, compatibility, or any other claims related to non-
IBM products. Questions on the capabilities of the non-IBM products should be
addressed with the suppliers.

All performance estimates are provided “AS IS” and no warranties or guarantees are
expressed or implied by IBM. Buyers should consult other sources of information,
including system benchmarks, to evaluate the performance of a system they are
considering buying.
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Performance is in Internal Throughput Rate (ITR) ratio based on measurements and
projections using standard IBM benchmarks in a controlled environment. The actual
throughput that any user will experience will vary depending upon considerations
such as the amount of multiprogramming in the user’s job stream, the I/O
configuration, the storage configuration, and the workload processed. Therefore, no
assurance can be given that an individual user will achieve throughput
improvements equivalent to the performance ratios stated here.

This publication was produced in the United States. IBM may not offer the products,
services or features discussed in this document in other countries, and the
information may be subject to change without notice. Consult your local IBM
business contact for information on the product or services available in your area.

MB, GB, and TB = 1,000,000, 1,000,000,000 and 1,000,000,000,000 bytes, respectively,
when referring to storage capacity. Accessible capacity is less; up to 3GB is used in
service partition. Actual storage capacity will vary based upon many factors and may

be less than stated. Some numbers given for storage capacities give capacity in native
mode followed by capacity using data compression technology. Maximum internal

hard disk and memory capacities may require the replacement of any standard hard
drives and/or memory and the population of all hard disk bays and memory slots

with the largest currently supported drives available.

The information could include technical inaccuracies or typographical errors.
Changes are periodically made to the information herein; these changes will be
incorporated in new editions of the publication. IBM may make improvements
and/or changes in the product(s) and/or the program(s) described in this publication
at any time.

IClients may acquire a supported version of the Linux operating system specified by
IBM (including optional drop-in-the-box offerings) from a Linux distributor or an
authorized IBM Business Partner.

Cabot Partners is a collaborative consultancy and an independent IT analyst firm.
We specialize in advising technology companies and their clients on how to build and
grow a customer base, how to achieve desired revenue and profitability results, and
how to make effective use of emerging technologies. To find out more, please go to
www.cabotpartners.com.
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