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This sizing questionnaire is for a workload from a provider other than IBM. IBM is not responsible for the accuracy of the data contained in such a workload. Any reliance by you on the third party workload is at your sole risk and will not create any liability or obligation for IBM. If you have any questions or are unsatisfied with the third party workload information, you should contact the third party provider.

The system resources quoted to you in any sizing related communications are sufficient only for the workload(s) estimated. Other factors may require additional resources (e.g. additional non-estimated workloads, minimum configurations for RAID, allowance for growth, workspace, etc).

The information provided to you in any sizing related communications are provided by International Business Machines Corporation (IBM) as a service to you and may be used for informational purposes only. Use of any sizing related communications is restricted to the purpose of helping you predict a possible IBM System Server model processor, memory and disk resources for a given workload. All representations of processor utilization, throughput, response time, memory, disk, and other performance data in the sizing communications are estimates and averages based on certain assumptions and conditions. No representation is made that these throughputs and their corresponding response times or other performance data will be accurate or achieved in any given IBM System Server installation environment. They are based on specific configurations and run time environments. Customer results will vary. Any configuration recommended by the sizing information communicated should be tested and verified. By accepting this information or using the sizing details you agree to the terms and conditions contained herein. If you do not agree with such terms and conditions, please do not review or use the provided materials and return the materials to IBM.
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Introduction

Thank you for requesting a sizing estimate for your Oracle Database implementation. The information you provide in this document will allow IBM to develop a sizing recommendation which describes the IBM server resources required to support your planned database installation. 

It is recommended that several resources be used to complete this questionnaire (your organization’s business experts, consultants, Oracle representatives, etc.) to obtain valid inputs.

What is a sizing?

A sizing is an approximation of the hardware resources required to support a specific software implementation.  The purpose of this questionnaire is to collect information to estimate the IBM hardware requirements for the implementation of an Oracle database workload on IBM Power Systems, System z, IBM System x or IBM mixed environments.

It is important to understand that “sizing” the hardware for each customer’s Oracle database implementation is an iterative process, which may be refined and repeated a number of times. If you are in the early stages of planning, you will probably have limited information about your planned environment. In this case, we can complete the sizing estimate with general information about your Oracle database applications users.  When you are further along in your implementation planning, you will know more about Oracle database applications, the number of users and your potential transaction activity.  At that time, you may request another sizing estimate based on more detailed information.  In any case, after receiving the results of a sizing estimate, you may choose to revise your input and request a re-sizing.  At the Solutions Sizing Center, we will be happy to work with you throughout this process.

This questionnaire, when completed, will return to you a sizing estimation including a workload from a provider other than IBM. IBM is not responsible for the accuracy of the data contained in such a workload. Any reliance by you on the third party workload is at your sole risk and will not create any liability or obligation for IBM. If you have any questions or are unsatisfied with the third party workload information, you should contact the third party provider.

The system resources quoted to you in any sizing related communications are sufficient only for the workload(s) estimated. Other factors may require additional resources (e.g. additional non-estimated workloads, minimum configurations for RAID, allowance for growth, workspace, etc).

The information provided to you in any sizing related communications are provided by International Business Machines Corporation (IBM) as a service to you and may be used for informational purposes only. Use of any sizing related communications is restricted to the purpose of helping you predict a possible IBM eServer model processor, memory and disk resources for a given workload. All representations of processor utilization, throughput, response time, memory, disk, and other performance data in the sizing communications are estimates and averages based on certain assumptions and conditions. No representation is made that these throughputs and their corresponding response times or other performance data will be accurate or achieved in any given IBM server installation environment. They are based on specific configurations and run time environments. Customer results will vary. Any configuration recommended by the sizing information communicated should be tested and verified. By accepting this information or using the sizing details you agree to the terms and conditions contained herein. If you do not agree with such terms and conditions, please do not review or use the provided materials and return the materials to IBM.

Do you have the right questionnaire for your sizing?

This is the new sizing questionnaire for a new Oracle database customer. Before taking the time to complete it, make sure you have the most recent version as the questionnaires are updated frequently. The current version of the questionnaires can be obtained from your IBM Representative or by visiting the IBM Solutions Sizing website at http://www.ibm.com/erp/sizing
Sizing assistance

Once you have the current version of the questionnaire, you will be able to answer the questions without having detailed knowledge of Oracle Applications. However, if you do need assistance, your IBM or Oracle representative can obtain support through the IBM/Oracle International Competency Center (ibmoracl@us.ibm.com), or you can send your questions to the IBM Solutions Sizing Center at eSizings@us.ibm.com or call us at 1-800-IBM-0222. 
Instructions for completing this questionnaire

Overview

To ensure this process goes as smoothly as possible, we offer the following suggestions:

1. Please provide information about your planned Oracle database environments in the yellow cells.
2. Items with a red asterisk, *, represent required fields and must be completed to obtain a sizing.  Incomplete questionnaires may be returned for further clarification and cause unnecessary delays in the sizing process.

3. If possible please provide the additional information that is not marked with an asterisk, *, to allow us to take into account all of the details for your environment and provide the best sizing possible.

4. To receive the best possible results, please consult members of your organization that are knowledgeable in the areas affected by the Oracle products you are considering.  They will probably have the best view of how your company will use these applications and will be able to answer many of the questions asked in this document. This will ensure that the document is complete and accurately reflects your company’s environment. It is also recommended that you contact your local IBM representative, who will review the questionnaire input and will help you incorporate the output into your overall project plan.  If you need assistance in contacting your IBM representative please send an e-mail to mailto:ibmoracl@us.ibm.com.

5. As you proceed in your evaluation, it is vital that all affected business units, information technology departments, end users and decision makers are made aware of and are in agreement with your goals and objectives.  We have found that the most successful implementations are those where planning and teamwork are given the highest priorities.

6. We recognize that it may be difficult to provide exact numbers on many of these questions.  A sizing estimate is based upon information available at a particular point in time and is subject to change.  As your implementation progresses, new data unique to your implementation will become available.  At that time you will find it advantageous to revisit the sizing process. In fact, both IBM and Oracle recommend that customers re-size their Oracle environments at least three times during their project cycle:

· Early in the project planning phase

· After implementation

· During testing as required when workload parameters change

Thank you for considering an IBM-Oracle solution. If you have any questions or need help completing this questionnaire, please contact us at 1-800-IBM-0222. For Asia Pacific, please use the reference list for the appropriate e-mail contact.
Where to return the completed questionnaire 

Please send the completed sizing questionnaire to your IBM representative or to the contacts listed below.
All Geographies
	Contact
	Platform
	Phone
	Fax
	email

	IBM Americas Techline Solution Sizing Center
	All Platforms
	1-800-IBM-0222
	1-845-491-2372
	eSizings@us.ibm.com


Contact information

Please complete this section, including the name of your IBM and Oracle sales representatives. We will send the sizing results to the requesting IBM Representative, Oracle Representative, or IBM Business Partner.

	Client

	* Company Name
	

	Street Address
	

	City, State, Zip 
	

	Country
	

	* Industry
	

	Short Business Description 
	

	* Contact Name
	

	* Phone Number 
	

	* E-mail
	

	IBM

	* IBM Client Representative
	

	* Phone Number 
	

	* E-mail
	

	Business Partner

	* Business Partner Company 
	

	* Contact Name
	

	* Phone Number 
	

	* E-mail
	

	Oracle Representative

	* Oracle Client Representative
	

	* Phone Number 
	

	* E-mail
	

	To Be Completed by IBM or IBM Business Partner

	IBM Opportunity Number
	


Oracle NON-OLTP Application Environment

Many Non-OLTP workloads ((DW, BI, BW, DSS, OLAP, Reporting, etc.) have similar workload characteristics, for example Data Warehouse or Business Intelligence workloads both have a process whereby data is extracted from production databases, then transformed, loaded, and perhaps aggregated into a query database.  Users then access this query database with simple to complex queries.

In this table please list the type of server you will be implementing. Please do this for each of the layers you plan for your application environment. 
	IBM Platform of choice
	Describe each Layer
	Comments

	
	DB Layers
	

	
	Apps Layers
	

	
	Web Layers
	

	
	
	


Please describe as completely as possible the system architecture planned for this NON-OLTP application.  Describe the functions that will be assigned to the various layers of the physical architecture and whether those functions must run on separate servers, in partitions of a single server (ex: LPARs for System p), or in a single server of combined tiers, such as database and middle tiers.
	Functional Layers
	Describe each Layer
	Runs on separate servers, or in partitions of a single server, or in a single server of combined tiers, such as database and middle tiers

	Layer 1
	
	

	Layer 2
	
	

	Layer 3
	
	

	Layer 4
	
	

	Layer 5
	
	

	
	
	

	NON-OLTP System Architecture Description:

( Please add or attach any system diagrams that may assist with the sizing exercise )




NON-OLTP Workload Architecture Example
Here is an example of how the architecture description tables would be completed for a sample NON-OLTP workload:

	Functional Layers
	Describe each Layer
	Runs on separate servers, or in partitions of a single server, or in a single server of combined tiers, such as database and middle tiers

	Layer 1
	Data Warehouse Server
	Partition 1 of Server 1

	Layer 2
	ETL Server
	Partition 2 of Server 1

	Layer 3
	Query Application server
	Partition 3 of Server 1

	Layer 4
	WebSphere Server
	Separate Server

	Layer 5
	Data Mart DB Server, App server
	All on Same Server

	Non-OLTP System Architecture Description:

This data warehouse system will be architected with a separate Data Warehouse Server, ETL Server, and Query Application Server which will all run as Partitions of a single eServer system.  The Extract, Transform, and Load server will pull the data from the production database and load the query data into the data warehouse.  The query application server constructs the SQL for each user query.  The users are web-based and their web browser interface is supported by the separate WebSphere server. The Data Mart will be a separate server that will be both the DB server and the Application Server for the Mart.


Preferred platform

Does your company have a preferred architecture or standard models that you would like used if possible for the sizing?

	* System
	System or architecture preference

	Example
	Prefer Power Systems 560 

	Example
	Prefer Blade servers

	Preferred System or Architecture
	


Cloud computing environment

	Cloud Computing Environment
	Option
	(

	Is this workload going to execute in a private production cloud environment?  (default = No)
	Yes
	

	
	No
	

	
	
	(

	If "Yes" above, who is the Cloud provider?
	System Integrator
	

	
	IBM
	

	
	Customer
	

	
	Other
	

	
	
	

	If "Yes" above, please fill in contact information for your Cloud provider.
	Cloud provider (Company Name)
	

	
	Contact name
	

	
	E-mail address
	


NON-OLTP Basic Workload Information

Please describe as thoroughly as possible the basic components of the NON-OTLP workload in question.  

	
	Planned Environment
	Default

	What Database and version will be used for this workload?
	
	Oracle 10g

	What is the size of the raw data?
	
	500GB

	Will you be using Compression?
	
	No

	     What compression factor do you expect to achieve?
	
	40%

	Will you be using Encryption?
	
	No

	Percent of the database that is active?
	
	100%

	Disk Expansion factor?
	
	4

	Concurrency percentage for queries
	
	100%

	Enter the target CPU Utilization for the Database Server.
	
	65%


Database Version 

Please document what database product is being used in this estimation.   Currently, Oracle 9i, and Oracle 10g are supported.

Raw Data 

The raw data size is not the same as the database size.  Raw data excludes row overheads, free space, indexes, work areas, etc. This is the amount of data that the queries will be accessing excluding overhead, i.e., sum of data in the fact and dimension tables.
Compression 

If compression is being used, data can take up less space on the storage system than would otherwise be needed.  
Compression Factor
The amount by which the data can be compressed can be highly variable, depending on the type of data and the compression methods used.  The default of 40% provides a typical amount of compression, but your data and methods will determine the amount of compression achieved in your environment.  Please specify a factor to be used.
Encryption 
If the data is to be encrypted, please specify. 
Percent of Database Active 

How much of the database is accessed for the majority of users.  For example, if the database stores 2 years of information, but most of the queries are only accessing the last year, then the percent of database that is active would be 50%.
Disk Expansion Factor
Raw data is processed, aggregated, indexed, etc.  An estimate for the total storage capacity required will be based on the raw data and the disk expansion factor.  Based on field experience IBM has a default expansion factor of 4.  This should suit most environments.  If you feel that your data expansion needs are different than the defaults, please specify a factor for us to use.
Concurrency Percentage for queries 

What percentage of the queries will be processing at the same time as the ETL workload?  100% concurrency is the default.
NON-OTLP Query Workload Definition
Most enterprise data is stored in a relational database. To retrieve, analyze, and manipulate this data from the database, a process called a query is used.  A query is a statement that defines the subset of the data in the database to be retrieved and how this data is processed.

Queries are the primary mechanism for retrieving information from a database and consist of questions presented to the database in a predefined format. Many database management systems use the Structured Query Language (SQL) standard query format.

Please answer the following questions to describe your Non-OLTP user environment and the types of expected queries.  

For the purposes of this workload characterization, simple queries are assumed to make extensive use of indexes, access data in single blocks and are not I/O intensive.  Medium queries make some use of indexes, access data in multiple blocks and are somewhat I/O intensive.  Complex queries involve full table scans, make use of complex joins, access data sequentially in multiple blocks and are very I/O intensive.  

The mixture of queries to be run can greatly affect the amount of resources required.  For example although the number of complex queries planned to be run may be small compared to the number simple queries, complex queries are very resource intensive and may drive the need for a larger system.   

Please describe as thoroughly as possible the interactive/user query components of the NON-OTLP workload in question.  Please see the explanations below the table for column definitions.  
	Query Type
	Active Users
	Queries per Day
	Length of Online Day

(hrs)
	Query Mix

	
	
	
	
	% Simple
	% Medium
	% Complex

	Light
	
	10
	8 hrs
	90%
	7%
	3%

	Medium
	
	10
	8 hrs
	70%
	20%
	10%

	Heavy
	
	10
	8 hrs
	50%
	30%
	20%

	Other
	
	
	
	
	
	


*Some default values have been filled in, please feel free to modify. 
Active Users 

How many users are actively using the system and submitting queries.  Please break users into appropriate groups based on the how heavy they are, whether they are doing mostly simple or complex queries, etc.
Queries per Day 

On average, how many queries does a typical user of each type submit during a day.
Length of Online Day
Over how many hours are the average number of queries listed above submitted.  What is a typical length of time those users are using the system.
Query Mix
Even light users may sometimes submit more complex queries.  And even for heavy users, the majority of queries are likely relatively simple.  Please specify what percentage of the queries are simple, medium of complex queries for each of the user groups. If you are not sure of your query mix, leave the defaults.
Percentage of Data Touched
Most queries only access a very small percentage of the database.  If you know that some of your queries will be accessing a higher percentage of the data, please specify.  Otherwise, leave the defaults. 
Data Extract, Transform, Load (ETL) and Aggregation Workload Definition
A key element of any non-OLTP implementation is to characterize the ETL process(s).  ETL stands for Extract, Transform and Load.  It has also been called ETTL for Extract, Transport, Transform and Load to reflect that often the Operational Data is extracted from the Production system and transported to a Staging area where the Transform process takes place. 

It is important to carefully estimate the requirements of all ETL processes.  This includes describing when and how often each ETL process is run.
It is also important to note the sizing process sizes the ETL workload on the Database Server.  The logic component of ETL is likely running on another server that is beyond the scope of this sizing process.  Likewise ETL may also place additional load on the source database/server.  This sizing process is only considering the NON-OLTP Oracle Database Server requirements.  If you need assistance with sizing other pieces please refer to that applications sizing process or contact the sizing center.
Please provide an overall description of your ETL processes and environment
[image: image3.emf]
We recommend that you review the table that follows to help understand the key questions and considerations for each ETL process.   Please complete one table for each ETL workload to be described.  For example, if you will have three different ETL processes complete one column for each process, add additional columns or tables as needed. 

	
	Default 
	ETL1
	ETL2
	ETL3

	ETL/Batch name
	ETL1
	
	
	

	Target Time for batch window (hrs)
	3
	
	
	

	When run (time of day)
	11p-2p
	
	
	

	Run concurrently with other ETL?
	Yes
	
	
	

	Input Volume (Bytes)
	100
	
	
	

	Input Row Length (Bytes) 
	300
	
	
	

	Output Row Length (Bytes)
	100
	
	
	

	Transform Complexity
	1
	
	
	

	Number of Secondary Indexes
	2
	
	
	


ETL/Batch Name

A representative name for this batch job or ETL process.
Target Time 

What is the time window for this job to complete. 

Time of Day
Is this process run during the day when users are also running queries or during an overnight processing window.  Is it run daily, weekly, monthly, etc. 

Run concurrently
Is this job run at the same time as other key processes and other ETL processes.
Input Volume
What is the size of the input data.
Input Row Length
What is the record length for the input data. 

Output Row Length
What is the record length for the output. 

Transform complexity
How complex are the calculations and transformations that are performed on this data.

Number of Secondary Indexes
How many secondary indexes will be created/updated over the data.
Advanced I/O characteristics :
I/O performance is critical to NON-OLTP environments, especially during ETL processing.  Defaults have been specified for the I/O parameters that fit typical NON-OLTP environments.  If you have additional information about your environment please enter it in the table below.

	
	Query workload
	ETL1
	ETL2
	ETL3

	Read/Write Ratio
	90/10
	50/50
	50/50
	50/50

	Average Read Size (KB)
	16
	16
	16
	16

	Average Write Size (KB)
	16
	16
	16
	16


Non-production:
Non-production resource requirements can vary greatly.  Some customers who have minimal development needs may only maintain small environments for development and testing.  Other customers may need to scale to full production volumes for performance and acceptance testing so may require non-production environments larger than production.

The architecture chosen for non-production will also vary.  Some customers may choose to use a separate system to host their non-production environments and also use that system to provide failover in the case of an outage of the production system.  Other customers may prefer to completely isolate non-production and not use the non-production environment for their high availability solution.

Some of the other considerations that should be taken into account for sizing non-production resources are:

Performance requirements:
Often non-production environments do not need the fastest response times or best throughput.  In many environments using a lower performing disk system (for example 10,000 RPM disks instead of 15,000 RPM disks) will provide sufficient performance at considerable cost savings.

Scaling, performance and acceptance testing:
Will you be scaling any of your non-production environments to determine application performance at near production volumes?  Some customers with minimal development and customization may be comfortable with basic acceptance testing of customized modules.  Other environments may wish to test at volumes similar to planned production workloads to assure the application changes can scale.  If you will be doing performance testing, non-production environments will need to be sized similarly to production.  For example, using 15,000 RPM disk for both production and non-production.

Data requirements:
Will you be using a subset of the production data or a small database?  Or will you need to have a copy or multiple copies of the full production database.  IBM offers the Optim Test Data Management solution that can help create and manage test and other non-production data.

Concurrency:
Each concurrent instance of the database and application software requires additional resources, particularly memory.  Some environments may have 2 or 3 instances running concurrently, while others may have 5 or 6, depending on their development, testing and training needs.  Please consider both the total number of environments and also the maximum number that will be running concurrently.

Since non-production environments can be complex, a worksheet is provided in Appendix A to assist with your non-production planning.

To provide a reasonable estimate of the resources required for non-production, IBM will use a percentage of the production system being sized.  Since CPU and memory requirements often differ from the storage space requirements we have asked you to provide two percentages below.   If you do not provide a percentage to use for your sizing, IBM will use the defaults listed.  The following table provides summary information.  If you need assistance in planning your non-production environments a detailed worksheet has been provided in Appendix A.

	* Non-Production System
	Total # of non-production instances
	Maximum # concurrent

instances
	Total % of production

CPU to allocate
	Total % of production database/storage space to allocate
	Concurrently active Users

	
	
	
	
	
	Heavy
	Medium
	Light

	Default
	4
	2
	20%
	25%
	
	
	

	Total for all Non-production environments
	
	
	
	
	
	
	

	* Will performance testing be done on non-production environments?
	

	* If yes, what percentage of production user counts will be used to scale performance in Test?
	

	* If performance testing is not being done, how critical is performance in your non-production environments?

(slightly less than production, as critical as production, not critical)
	

	* Would you like more information about Optim Test Data Management for managing application test data?
	

	* What architecture do you plan to use for your non-production environments? (i.e., same as production, separate servers, combined tiers)  Please explain 
	

	* Will your non-production system be used as part of your High Availability solution?  If so, please explain.  
	

	* What percentage of non-production will still need to run in the event of a failover of production?
	


Appendix A – Non-production sizing worksheet

To assist in non-production planning and sizing, please fill out the following table

NOTE 1:  Please include ALL instances of each functional non-production system in the ‘Total Number of Instances’ Column.  The default for total number of concurrent instances for all non-production is 4.  Each concurrent instance will require certain base amounts of memory, so please carefully examine concurrency when considering non-production instances.  Generally not all non-production instances are used at the same time. Please specify all instances that will be running at the time of maximum concurrency.

NOTE 2: The sum of the Heavy, Moderate and Light users should equal your Peak Concurrently Active users. Do not count users twice.

NOTE 3: Often CPU resources required for non-production instances do not directly correspond to the number of non-production users.   To provide an estimate of the CPU requirements for each instance, please list the % of the production resources that should be allocated to that instance.  For example, a value of 10% for training will size CPU resources for the training instance at 10% of your production CPU requirements.  Please pay particular attention to the values for any environments where performance testing is critical.

NOTE 4: Generally non-production instances use a subset of the production database for testing, development, etc.  Please list the percentage of the production data space that you wish to use for each non-production instance.  This will be highly variable since some implementations may wish to test on full copies of production (100%) while a much smaller subset may suffice for other implementations.

	Non-Production System
	Total Number of

instances
	Will this instance be used during the peak concurrency period?
	% of production

CPU to allocate
	% of production database/storage space to allocate
	Concurrently active Users

	
	
	
	
	
	Heavy
	Medium
	Light

	Example: Test
	1
	Y
	5%
	10%
	4
	2
	1

	Development
	1
	
	5%
	5%
	
	
	

	Test
	1
	
	5%
	10%
	
	
	

	Will performance testing be done on non-production environments?
	N
	
	
	
	
	
	

	If yes, what percentage of production user counts will be used to scale performance in Test?
	
	
	
	
	
	
	

	Training 
	1
	
	5%
	5%
	
	
	

	Quality Assurance
	1
	
	5%
	10%
	
	
	

	Other
	
	
	
	
	
	
	

	Other
	
	
	
	
	
	
	

	Total # of concurrent instances
	4
	4
	20%
	30%
	
	
	


Trademarks and special notices

The information contained in this document has not been submitted to any formal IBM test and is provided "AS IS" with no warranties or guarantees either expressed or implied.

This document was developed for IBM offerings in the United States as of the date of publication. IBM may not make these offerings available in other countries, and the information is subject to change without notice. Consult your local IBM business contact for information on the IBM offerings available in your area.

Information in this document concerning non-IBM products was obtained from the suppliers of these products or other public sources. Questions on the capabilities of non-IBM products should be addressed to the suppliers of those products.

IBM may have patents or pending patent applications covering subject matter in this document. The furnishing of this document does not give you any license to these patents. Send license inquires, in writing, to IBM Director of Licensing, IBM Corporation, New Castle Drive, Armonk, NY 10504-1785 USA. 

All examples cited or described in this document are presented as illustrations of the manner in which some IBM products can be used and the results that may be achieved. Actual environmental costs and performance characteristics will vary depending on individual client configurations and conditions.  IBM is not responsible for printing errors in this document that result in pricing or information inaccuracies.  IBM hardware products are manufactured from new parts, or new and serviceable used parts. Regardless, our warranty terms apply.

Any performance data contained in this document was determined in a controlled environment. Actual results may vary significantly and are dependent on many factors including system hardware configuration and software design and configuration. Some measurements quoted in this document may have been made on development-level systems. There is no guarantee these measurements will be the same on generally- available systems. Some measurements quoted in this document may have been estimated through extrapolation. Users of this document should verify the applicable data for their specific environment.  All performance information was determined in a controlled environment. Actual results may vary. Performance information is provided “AS IS” and no warranties or guarantees are expressed or implied by IBM. Buyers should consult other sources of information, including system benchmarks, to evaluate the performance of a system they are considering buying.

Information concerning non-IBM products was obtained from the suppliers of those products, their published announcements or other publicly available sources. IBM has not tested those products in connection with this publication and cannot confirm the accuracy of performance, compatibility or any other claims related to non-IBM products. Non-IBM products are offered and warranted by third-parties, not IBM.

IBM, the IBM logo, ibm.com, BladeCenter, Power, POWER6, PowerVM, System x and System z are trademarks or registered trademarks of International Business Machines Corporation in the United States, other countries, or both. If these and other IBM trademarked terms are marked on their first occurrence in this information with a trademark symbol (® or ™), these symbols indicate U.S. registered or common law trademarks owned by IBM at the time this information was published. Such trademarks may also be registered or common law trademarks in other countries. A current list of IBM trademarks is available on the Web at “Copyright and trademark information” at www.ibm.com/legal/copytrade.shtml.

Linux is a registered trademark of Linus Torvalds in the United States, other countries or both.

Microsoft, Windows and the Windows logo are registered trademarks of Microsoft Corporation in the United States, other countries or both.

Other company, product and service names may be trademarks or service marks of others.
Non-OLTP ETL and Aggregation Process Description:


Example: The ETL process will be run nightly and will not have a data aggregation component.
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