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Executive Summary 
 
The purpose of this white paper is to supply storage and system architects with step-by-
step configuration guidelines for the IBM XIV® Storage System in a Microsoft® Windows 
Server ® 2008 R2 Hyper-VÊ geographically dispersed cluster environment. XIV Storage 
System implementation details are shared for iSCSI data replication between Microsoftôs 
Enterprise Engineering Center and their main Hyper-V lab. The distance between the 
primary and secondary sites, located on the main campus of Microsoft in Redmond, WA, 
is approximately one mile.  
 
Hyper-V high availability (HA) cluster optimization tips are customized for XIV storage 
use, thereby maximizing hardware utilization resulting in favorable cost and operational 
effectiveness.  

 
The intended audience for this white paper is mid- to large-size businesses utilizing 
Hyper-V and IBM XIV storage who wish to configure automated disaster tolerance. This 
document assumes advanced comprehension of Hyper-V failover cluster technology as 
well as XIV storage administration. However, there are Microsoft and IBM technical 
reviews throughout the document. 
 

Introduction 
 
Short of implementing a full-blown multi-site Continuous Data Protection (CDP) 
architecture, Microsoft geographically dispersed clusters provide the highest level of 
availability. Organizations with mission and business critical applications pursue these 
solutions to eliminate geographical single points of failure. Single site designs impose 
such limitations. Thus, in order to provide safety assurances as well as data security, 
more and more businesses are implementing multi-site solutions.    
 
In order for businesses to maintain healthy levels of prosperity, they need to provide 
customers continuous data access. Thus the ultimate goal of this architecture is to 
ensure transparent disaster tolerance to clients. The bottom line is competitive service 
level agreements must guarantee the greatest production uptime. Microsoft Windows 
Server Failover Clustering (WSFC) combined with IBM XIV storage excels and delivers 
in these categories.  
 
In recent times, enhancements to failover clustering in Microsoft Windows 2008 and 
Microsoft Windows Server 2008 R2 have made high availability (HA) much more 
prevalent throughout data centers. Reliability, usability, and Microsoft clustering 
refinements have attracted countless new customers ranging from small companies to 
large corporate enterprises. To further entice prospective customers, Microsoft 
augments Hyper-V by leveraging failover clustering for high availability.  
 
Live migration technology introduced with Microsoft Windows 2008 R2 and Hyper-V R2 
not only provides server and desktop virtualization with zero downtime failover 
capabilities but it does so at tremendous cost savings. Fewer physical hosts translate 
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into smaller data center footprints. The management overhead, power consumption, and 
physical capacity requirements are substantially reduced. While Hyper-V virtualization 
decreases multi level costs, it slightly increases management complexity. To offset this 
complexity, Microsoft recommends System Center Virtual Machine Manager (SCVMM).  
 
SCVMM enables dynamic, centralized management of physical and virtual machines 
(VMs). It allows administrators to quickly deploy resources throughout an entire virtual 
infrastructure. It offers cloning with built-in sysprep functionality and improves physical 
server utilization. IT administrators operate in a single, user-friendly, management 
interface which is built on a virtual hard disk (VHD) foundation. In this particular case, 
that foundation is provided by IBM XIV storage.        
 
The IBM XIV Storage System is an industry leader when it comes to performance with 
an uncomplicated, intuitive, management user interface. Storage architects and 
administrators truly appreciate its ease of management when setting up multi-site data 
replication. Historically, this task has contributed to major customer labor costs due to 
long personnel hours surrounding data replication complexities. Now with the IBM XIV 
Storage System, fully redundant, disaster tolerant, cluster configurations can be 
deployed in an extremely brief period resulting in huge savings.    
 
In consideration of low administrative management and time, IBM XIV developers 
provide the ability to automate Microsoft geocluster site failovers with a cluster-aware 
mirror resource dll. The XIV mirror software components work uniformly with Microsoftôs 
failover clustering to produce seamless HA and rapid recovery. Traditional planned or 
unplanned site failovers no longer require manual intervention and long production 
outages.   
 

Microsoft Windows Server 2008 R2 Failover Clustering  
 
One of the main goals of WSFC is to minimize user impact when a physical server fails. 
This is accomplished by creating application virtual machines (VM) which have their own 
network name, IP address, and disk resources.  As such, a virtual machine can be 
online to any physical server in the cluster and migrated between physical servers in the 
cluster. Such cluster activity is transparent to end users or client applications.  
 
Those applications tend to be business and mission critical applications which demand 
the high availability Microsoft WSFC affords. In fact, WSFC application awareness is still 
one of its biggest attractions. Itôs one of the leading HA solutions for both application and 
physical server uptimes. Other virtualization solutions do not replace it but often work 
best in tandem with WSFC to improve overall HA. To see how it contributes to the big 
virtualization picture, Table 1 below lists some of the primary Microsoft WSFC 2008 
feature and benefit highlights: 
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Features Benefits 

High Availability  
Superior service and application uptime by reducing 

unplanned outages 

High Reliability Reduce system failures 

Greater Management Flexibility 
Ability to perform scheduled maintenance, rolling 

upgrades with minimal application and server disruption 

Automated 
Little-to-no user interaction required for failovers and 

failbacks 

High Scalability Support for up to 16 cluster nodes 

Improved Functionality  
Easier setup, support for GPT disks, stability and 

security  

Improved Quorum Models Better consensus-based quorum models added 

 Heartbeat Timeouts Adjustable 
Increase or decrease timeout values according to the 
geographically dispersed cluster distance and desired 

failure detection response times.  

Single Subnet Limitation Removed 
Cluster nodes can now communicate across network 
routers. Node interconnects no longer require virtual 

local area networks (VLANs).  

Disaster Tolerance 
Geographic dispersement flexibility when combined with  

the data replication features offered with partner 
solutions such as the IBM XIV Storage System 

Table 1: Microsoft Windows 2008 R2 WSFC Features and Benefits 

 

Microsoft Windows Server 2008 R2 Hyper-V Overview 
 
With the release of Windows Server 2008, Microsoft introduced their latest virtualization 
software, Hyper-V. Virtualization functionality is now natively built into Windows Server 
2008 per the Hyper-V role. It is included with both x64 versions of Windows Server 2008 
and Windows 2008 R2 Standard, Enterprise and Datacenter editions as a welcomed 
new addition to the hypervisor family. The hypervisor technology allows multiple 
operating systems to run simultaneously sharing hardware resources on a single 
physical server. This promotes the best use of hardware investments while reducing 
data center space requirements. No matter the motivation, the outcome has the added 
benefit of being environmentally sound by lowering energy consumption. There are 
many Hyper-V features and benefits but Table 2 below highlights some of its combined 
Windows 2008 and Windows 2008 R2 disaster tolerant-related strengths: 
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Features Benefits 

WSFC Integration Highly Available Virtual Machines (VMs)  

Better Performance and 
Hardware Support for VMs 

Up to 64 logical host processors, up to 64 GB of memory per 
VM, processor compatibility mode for live migration, and 

overall improved processor performance with lower power 
consumption 

Virtual Networking 
Enhancements 

Virtual Machine Queue (VMQ) and use of jumbo frames 

Hot Add Storage Addition of Virtual Hard Disks (VHDs) to running VMs 

Windows Server Core 
Availability 

Hyper-V role present in Windows Server Core versions 

Integration Services 
Enhance the performance, functionality and management of 

VMs 

SMP Support VM support of symmetric multiprocessors (SMP)  

Server and Application 
Consolidation 

Maximize physical machine and application utilization by 
deploying multiple VMs on a single server 

Quick Migration 
Saves the system state and faster than Live Migration but 

the VM is not available for a brief period 

Live Migration Zero downtime for VM migrations between cluster hosts 

Table 2: Microsoft Windows 2008 and Windows 2008 R2 Hyper-V Features and Benefits 

 
For further details regarding the improvements included with Windows 2008 R2 Hyper-V, 
visit the following web site:  
 
http://www.microsoft.com/windowsserver2008/en/us/hyperv-r2.aspx  

 
Having the knowledge of such Hyper-V features and benefits, more and more IT 
professionals are deploying virtualization solutions to consolidate application workloads 
which result in reduced physical server sprawl. Not only does virtualization optimize the 
environment by maximizing server hardware utilization but it results in enormous 
savings. Additionally, many are taking advantage of virtualization with HA cluster 
technologies to provide robust IT infrastructures with quick disaster recovery.  

 
Hyper-V virtual machines in a WSFC environment perform exceptionally well when it 
comes to quick disaster recovery. Not only are VMs quicker to rebuild and deploy than 
physical machines but they also failover quickly to other disaster tolerant sites. Highly 
available VMs have the added bonus of greater uptimes than physical machines. During 

http://msdn.microsoft.com/en-us/library/ff556933(v=VS.85).aspx
http://www.microsoft.com/windowsserver2008/en/us/hyperv-r2.aspx
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maintenance windows, HA VMs experience little-to-no downtime thanks to Microsoftôs 
quick and live migrations.  
 

Hyper-V Quick Migration 

 
The Hyper-V quick migration feature was released in Windows Server 2008. It allows 
virtual machines to be moved or migrated to other physical nodes in the cluster in a 
timely fashion. This is accomplished by saving the running state of the VM, including its 
memory to disk. Afterward, ownership is transferred to the other node which restores the 
running state of the VM from disk. Quick migration typically occurs faster than live 
migration but at the expense of a small outage or downtime. The failover time is directly 
related to the amount of memory assigned to the virtual machine, along with the 
connection speed between the server and shared storage.  
 

Hyper-V Live Migration 

 
With the release of Windows Server 2008 R2, Hyper-V added live migration functionality. 
Live migrations allow virtual machines to be migrated to another physical host within a 
cluster with zero end user downtime. Technically, there is a minor óblackoutô period but 
this occurs within the TCP timeout window and is unnoticeable to end users. Live 
migrations are accomplished by transferring memory pages via a private network shared 
amongst the physical cluster nodes (live migration network) from the source node to the 
target node, moving the VHD file access from the source node to the target node, and 
finally bringing the VM online to the target cluster host. As mentioned previously, this 
process can take longer than quick migrations but the VM is available during the entire 
transition. 
 
The following factors determine the speed of Hyper-V live migrations:  
 

¶ Network bandwidth between the source and target physical hosts  

¶ Source and target physical host hardware resources  

¶ Performance load on the source and target physical hosts  

¶ Number of modified pages on the source VM - The greater the number of 
modified pages, the greater the duration of the VM migrating state  

¶ Storage bandwidth (Fiber Channel or iSCSI) between the physical hosts and 
shared storage 

 
In the tested environment, the inter-site dedicated live migration network averaged 1 
Gb/s. This is ideal for any live migration network but truly beneficial between sites. With 
10 Gb/s network infrastructures increasing in popularity, greater numbers of customers 
will be able to take advantage of such high link speeds. This opens up all sorts of 
opportunities. For further details surrounding the Microsoft network infrastructure, jump 
to the Solution Brief section below. 
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Microsoft System Center Virtual Machine Manager 
 
Quick and live migrations can be performed via the WSFC manager but many prefer to 
perform these actions as well as completely manage all VMs through a centralized 
management interface. Microsoft offers an enterprise-class management software 
solution called System Center Virtual Machine Manager 2008 R2 (SCVMM). It enables 
administrators to easily and effectively manage both physical and virtual systems from a 
single management interface. Some of the more popular SCVMM 2008 R2 key features 
and benefits are included in Table 3 below: 
 

Features Benefits 

Enterprise-class Management 
Suite 

Manages both Hyper-V and VMware ESX virtualization 
environments 

Intelligent VM Placement 
Supports placement of virtual machines on the optimal 

server 

System Center Operations 
Manager 2007 Integration 

Provides proactive management of both virtual and 
physical environments through a single console thus 

reducing management complexity 

Performance & Resource 
Optimization (PRO) 

System Center provides alerts to VMM remediation 
actions 

Native P2V/ V2V Migration 
Native capability for Physical-to-Virtual migration and 

Virtual-to-Virtual migrations 

Failover Cluster Integration 
Supports set up of high availability clusters and 

manages live migration of virtual machines 

Live Migration Functionality built in to the SCVMM interface 

Quick Storage Migration 
Move VM storage to a different LUN or even to a 

different host while the VM is running 

Automation 
Easy automation capabilities leveraging Windows 

PowerShell 

Table 3: Microsoft SCVMM 2008 Features and Benefits 

 
SCVMM promotes a high degree of operational continuity with its cluster-aware support. 
It manages Hyper-V clusters as single objects for mission- and business-critical virtual 
machines. Combining the hardware redundancy of IBM servers, IBM XIV Storage, and 
Brocade fabric, the tested solution delivers flexible, highly-available, mission-critical 
virtualization. It simplifies managing and deploying VMs throughout any WSFC including 
geographically dispersed ones.  
 

http://technet.microsoft.com/en-us/library/cc764232.aspx
http://technet.microsoft.com/en-us/library/bb963721.aspx
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IBM XIV Storage Virtualization and Key Features 
 
When examined closely, one realizes the Hyper-V geocluster is truly an end-to-end 
virtualization solution. The IBM XIV Storage System plays a vital role from a high 
availability and virtualization standpoint. Quite often, the fundamental virtualization that 
takes place at the storage back end is overlooked.  
 
At the basic level, storage logical units (LUNs) are comprised of multiple physical disks. 
In this situation, the XIV Storage System uses proprietary RAID X algorithms to 
configure its volumes or LUNs. In brief, it mirrors data by striping 1 MB chunks across all 
physical spindles for each volume. However, the operating system sees a single disk 
representing each XIV volume or LUN due to hardware abstraction or storage 
virtualization. Furthermore, this dynamically balanced distribution of data across all 
physical spindles by definition precludes the requirement of dedicated spare drives 
enforced by conventional RAID technologies.  
 
Indeed, the XIV architecture is quite impressive with all its capabilities. It scales 
performance with capacity via sophisticated engineering algorithms. Thus no manual 
tuning is required enabling capacity growth without additional complexity. IBM XIV 
applies automated data distribution, unique caching, and other innovations to eliminate 
I/O hotspots and deliver single-tier storage featuring high-end performance, reliability, 
availability, and scalability, with an exceptionally low TCO.  
 
IBM XIV comes in easily scalable partial-to-full racks ranging from 27 to 161TB of usable 
capacity. Also, IBM XIV offers an innovative approach to software licensing ï every 
feature and function that is traditionally a chargeable item is included at no extra charge, 
including: 
 

¶ Full support of Microsoft technologies including Geocluster, VSS and MPIO 

¶ Replication 

¶ Snapshots 

¶ Thin provisioning 

¶ Advanced management, monitoring and alerting 

¶ Cloning 

 

All the IBM XIV features and scalability options combined with Microsoftôs Hyper-V 

virtualization open the doors of affordability to greater numbers of customers. What used 

to be attainable by only the industryôs largest enterprises is now a viable option for many. 

Cost is no longer a prohibitive factor with such solutions.     

 

For further details regarding the IBM XIV Storage System specifications, visit the 

following web site:  

 

http://www-03.ibm.com/systems/storage/disk/xiv/  

 

http://www-03.ibm.com/systems/storage/disk/xiv/
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Solution Brief 
 
The following illustration, in Figure 1 below, depicts the overall physical architecture of 
the Hyper-V Geographically Dispersed Cluster on IBM XIV storage. Since the solution 
uses iSCSI data replication, network details are shared.  
 
Note: Increase the zoom size of the document for better viewing.  

 
 

Figure 1: Hyper-V Geographically Dispersed Cluster on IBM XIV Design 

 

The geocluster spans two sites separated by approximately one mile at Microsoftôs main 
campus in Redmond, WA. The primary site is located at the Enterprise Engineering 
Center and the secondary site is located at Microsoftôs primary Hyper-V lab. Data 
replication between the IBM XIV Storage Systems uses the iSCSI protocol. The test 
environment uses the Microsoft Corporate Network (Corp Net) for the iSCSI traffic but 
for production, a dedicated iSCSI network is preferred. Each pair of cluster nodes 
connects to the storage using Brocade fabric which is zoned identically at both sites. 
There are 2 other nodes used for infrastructure, 1 at each site with VMs for AD, DFS, 
and SCVMM. Due to security and time constraints, a single File Share Witness (FSW) 
pointing to an AD share is used at the primary site. For best practices, the FSW should 
be located at a third site so there is no single point of failure with the selected quorum 
model, Majority Node Set (MNS) with FSW. Since the Cluster requires N/2 +1 nodes 
(including the FSW) to achieve quorum, the FSW must be located at a third site to 
achieve automatic site failovers during outages. There are four cluster networks and a 
single virtual machine network all spanned using an L2TPv3 VPN. Eight highly available 
VMs are all placed on 200 GB volumes, four of them have Microsoft SQL Server® 2008 
R2 installed and four are plain Windows 2008 Enterprise Server R2. The VM design is 
kept simple since one of the main white paper objectives is to share step-by-step XIV 
storage configuration guidelines and best practices.  
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Geographically Dispersed Failover Cluster Breakdown 

 
SAN Storage:  
 

2 IBM XIV Storage Systems at version 10.2.2  
iSCSI Data Replication 
8 Mirrors ï 4 Masters and 4 Slaves at Each Site 

 
Brocade SAN Switches  

Brocade 4100 at the Microsoft EEC 
( 32 ï 4 Gb/s FC ports) 
Brocade 8000 at the Hyper-V Lab  

(24 ï 10 GbE ports, 8 ï 8 Gb/s FC ports) 
 
Servers:  
 

4 - IBM X3550 M2 Servers 
Dual Port FC Brocade 825 HBAs 
Host Attachment Kit 1.5.2 
8 HA VMs ï 4 SQL 2008 R2, 4 Win 2008 R2 
 

2 - IBM X3650 M3 Servers   
4 VMs - 2 AD, DFS, SCVMM 2008 R2  
 

Physical Network: 
 

Primary Site: 
Top-of-Rack Switches:  

Extreme Networks Summit x350 with 10 Gb Uplink  
(Servers and storage iSCSI connect to these) 

Network Core Layer: Brocade MLX-16 with 10 GbE Interfaces 
L2TPv3 Tunnel: Cisco 2851 Integrated Services Router  
 
Note: 10 GbE Interface to Corpnet Backbone 

 
Secondary Site: 

Top-of-Rack Switches:  
Two Brocade 8000 each with Two 10GB Uplink 
Extreme x650 with Two 10GB Uplinks 

Network Core Layer: Two Cisco Nexus 5000 
L2TPv3 Tunnel: Cisco 2851 Integrated Services Router 
 
Note: Redundant 2 GbE load balanced Interface to the Corpnet 
Backbone 
 
 
 

ftp://public.dhe.ibm.com/common/ssi/ecm/en/tsd03055usen/TSD03055USEN.PDF
http://www.brocade.com/downloads/documents/data_sheets/product_data_sheets/4100_DS_07.pdf
http://www.brocade.com/downloads/documents/data_sheets/product_data_sheets/8000_DS.pdf
ftp://public.dhe.ibm.com/common/ssi/ecm/en/xsd03035usen/XSD03035USEN.PDF
http://www.brocade.com/downloads/documents/data_sheets/product_data_sheets/815_825_HBA_DS_05.pdf
ftp://public.dhe.ibm.com/common/ssi/ecm/en/xsd03060usen/XSD03060USEN.PDF
http://www.extremenetworks.com/products/summit-x350.aspx
http://www.brocade.com/products-solutions/products/ethernet-switches-routers/service-provider/product-details/netiron-mlx-series/system-options.page
http://www.cisco.com/en/US/products/ps5882/
http://www.cisco.com/en/US/products/ps5882/
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Cluster Networks: 
Public 
Heartbeat 
Live Migration 
Management 

 
VM Network: 

External Virtual Network using the Cluster Host Public VLAN 
 

Configuration and Project Strategy 
 
The following high level project summary is performed at Microsoftôs primary and 
secondary sites on the main campus in Redmond, WA:  
 

1. Create the iSCSI synchronous data replication links between the primary and 
secondary sites.  

2. Create the iSCSI mirror couplings on the XIV Storage Systems located at both 
sites. 

3. Using LUN mapping, present the volumes (mirrors) to the hosts at both sites. 
4. Install the Hyper-V role on the hosts at both sites. 
5. Install and configure Microsoft WSFC on the hosts at both sites using the 

following cluster quorum model - Majority Node Set with File Share Witness. 
6. Add Failover Cluster disk resources for each XIV mirror volume.  
7. Install the IBM MSCS Agent v1.0.1 package with the XIV Mirror dll on each 

participating cluster node. 
8. Install the Hyper-V virtual machines using SCVMM and make them highly 

available. 
9. Deploy the XIV mirror resources for each disk in the Failover Cluster Manager 

and ensure the cluster disk resource dependencies exist for each Mirror 
resource.   

10. Test the virtual machine cluster failovers using planned and unplanned failovers 
as well as quick and live migrations. 

11. Share site maintenance and disaster concepts and test scenarios.  
 

IBM XIV Storage iSCSI Data Replication 
 
When designing any solution, proper planning must take place. With a Microsoft 
geographically dispersed cluster solution using two IBM XIV Storage Systems, one of 
the first considerations is the data replication link protocol. There are two options 
available with the XIV ï iSCSI and fibre channel. Since the tests are performed at 
Microsoftôs main Redmond campus which has a fast, existing network infrastructure, 
iSCSI is selected.  
 
In order to connect the two XIV Storage Systems for remote mirroring, both XIVs must 
be defined as mirror targets of each other. An XIV mirror target is an XIV Storage 
System with volumes that receive copied data via XIV remote mirroring. An XIV mirror 
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target is defined by specifying the target name and protocol to be used for replicating 
data. As mentioned earlier, the data replication links will use iSCSI.  
 
A minimum of two dedicated iSCSI network ports are recommended for data replication 
links. Ideally, three should be used such as the tested configuration. This promotes 
better replication performance and redundancy for each of the XIV interface modules  
(7, 8, and 9) with iSCSI ports. Use the same XIV iSCSI ports on each side of the link  
(i.e. 7-1 to 7-1, 8-1 to 8-1, 9-1 to 9-1). If preferred, XIV interface module port 2 can be 
used. Of course, validation of the link connectivity should be established and can be 
done in cooperation with the involved network teams. 
  
Itôs common to have separate network and storage teams in large enterprise 
environments. Thus to establish the iSCSI data replication link between the two XIV 
storage systems, a joint effort must take place. The storage team must communicate 
with the network team to request a virtual private network (VPN) dedicated to iSCSI 
traffic. Upon completion, the network team confirms the VPN availability and hands it off 
to the storage team.  
 
The storage team should validate the VPN configuration prior to proceeding further. For 
VPN designs which include only the XIV iSCSI ports and no additional host posts, there 
is an easy test to perform using the XIVCLI. In fact, itôs recommended to perform this 
check prior to creating any remote targets. For those comfortable with network 
troubleshooting, it should be familiar. Additionally, it should be run from both data 
replication sites. Confirm the XIV storage systems can successfully communicate with 
each other by running the following XIVCLI command for all link ports: 

 
>> ipinterface_run_traceroute localipaddress=10.216.44.88 
remote=10.197.251.213 
traceroute Output                                                             
traceroute to 10.197.251.213 (10.197.251.213), 5 hops max, 40 byte packets    
 1  10.216.44.1 (10.216.44.1)  0.971 ms   2.943 ms   1.380 ms                 
 2  10.194.1.253 (10.194.1.253)  0.460 ms   0.346 ms   0.197 ms               
 3  10.192.255.185 (10.192.255.185)  0.409 ms   0.342 ms   0.228 ms           
 4  10.192.36.241 (10.192.36.241)  0.373 ms   0.299 ms   0.255 ms             
 5  10.37.8.97 (10.37.8.97)  0.402 ms   0.295 ms   0.277 ms      
 
Note: The traceroute output above reflects the initial network performance prior 
to Microsoft enhancements to achieve 1 Gb/s link speeds.  

 
Upon completing the network sanity check, the type of data replication must be 
considered. There are two options available with the XIV ï synchronous and 
asynchronous data replication. Only one is presently supported with the IBM XIV MSCS 
Agent and mirror software components. So that narrows down the selection to 
synchronous data replication which happens to ensure the highest level of data integrity. 
Synchronous data replication guarantees data integrity because host writes are only 
acknowledged once the data is written to both the primary and secondary siteôs storage 
cache. 
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To help clarify, the process needs to be examined one site at a time. Normally a host 
write request reaches a source XIV interface moduleôs cache and is redundantly written 
to another source XIV moduleôs cache. After which, synchronous data replication copies 
the write request to the remote XIV targetôs cache. Once again, the remote XIV interface 
module redundantly writes to another local XIV moduleôs cache. The entire data 
replication (serial) caching process involves 4 XIV modules, 2 source and 2 target. Once 
the host write reaches the cache at both sites, the host receives an acknowledgement 
the I/O is complete, independent of any data being destaged to the disks. Keep in mind, 
writing to cache is much faster than writing to disk.  
 
At this stage, the iSCSI data replication links are ready to be established. This is a single 
phase process which can be completed at the primary or secondary site. In the testing 
environment, the remote target is set up from the secondary site. Once the remote target 
is created, the final part of the process entails defining the connections. This can be 
accomplished by clicking on a port from one XIV system and dragging to the other XIV 
matching port. 
 
The next storage planning consideration is how the Microsoft cluster is going to be 
designed. Since Hyper-V virtual machines are being deployed and virtualization often 
equates to maximum server utilization, an active-active cluster model is chosen. Thus, 
Hyper-V virtual machines will actively run from all nodes across both sites of the cluster 
to maximize hardware utilization.  
 
This Microsoft cluster design determines the XIV mirror coupling model. Since an active-
active cluster is desired, a bi-directional mirror coupling implementation must take place. 
In the bi-directional configuration, each XIV simultaneously functions as the replication 
source (master) for four mirror couplings, and as the replication target (slave) for four 
couplings.  
 
The mirror coupling design contributes to a full redundancy cluster with a total of four 
identical nodes at two identical sites - two nodes at each site. Each site contains active-
active failover cluster nodes. The Microsoft failover cluster preferred owners are 
prioritized so the first failover path occurs within the same site. If the cluster resources 
can not come online to the same site, a site failover takes place to the remote server 
listed higher in the preferred owners order or higher priority list.   
 
A key consideration is the fact only master volumes in the coupling have read/write 
access. Slave volumes are read-only. In order to have active failover cluster disk 
resources at both sites, bi-directional mirroring must be configured. The physical disk 
resources must be read/write in order for them to function properly in the failover cluster.  
As a result, Cluster Shared Volumes (CSVs) are not currently supported.  
 
From a LUN mapping perspective, the volumes are presented to the hosts at that site. 
The primary site has two cluster hosts mapped to eight volumes - four masters and four 
slaves. The secondary site also has two cluster hosts mapped to eight volumes - four 
masters and four slaves. 
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The fabric is configured for both hardware and software redundancy. There are two 
Brocade 4100 SAN switches at the primary site and two Brocade 8000 SAN switches at 
the secondary site used for redundant host connections. Each host takes advantage of 
round-robin multipathing by using the XIV MPIO DSM which is included in the IBM XIV 
Host Attachment Kit. The Brocade fabric is configured for single-initiator, single-target 
zoning. Each host HBA port is zoned for each XIV interface module. This enhances both 
performance and fault tolerance. View Figure 2 below for each siteôs fabric zoning 
configuration.  
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Figure 2: Microsoft WSFC Single Site Hosts Zoned to all 6 XIV Interface Modules 

 

XIV Storage Data Replication Multi-Site Configuration  

 
In order to configure master mirrors for both sites, first define the iSCSI ports and then 
create the data replication links. Use the following step-by-step process to complete this 
task.  

 
Note: The process can be completed from either the primary or secondary site 
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Data Replication Step-by-Step Setup 

 
1. Left Click the Windows Start Button and expand the All Programs cascading 

menu. 
2. Expand XIV and select XIVGUI which launches the XIV Storage Management 

application.  
3. Logon with an account that has access to the primary and secondary site XIVs. 
4. Click the Add System button to the right of the menu bar. If logged on to the 

primary site, add the secondary site XIV or vice versa.  
5. Click one of the XIV systems to bring up its parent interface as depicted in 

Figure 3 below.  
6. Mouseover the 5th icon on the left side of the window to view the Hosts and 

Clusters menu and select iSCSI Connectivity.  
7. To the right of the menu bar, click the Define button which opens the Define IP 

Interface ï iSCSI dialog box.  
8. Fill out the appropriate fields. For the name field, provide a useful naming 

convention such as Location_MOD7P1. Click Define.  
9. At a minimum, configure 2 iSCSI ports for each XIV at both sites. As mentioned 

previously, 3 iSCSI ports are ideal.  
10. Mouseover the 6th icon on the left side of the window to view the Remote menu 

and select Mirroring Connectivity. 
  

 
Figure 3: XIV Storage Management or XIVGUI interface 






















































